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Abstract

Statistical methods for spoken dialogue management

Blaise Thomson

Spoken dialogue systems provide a mechanism for interacting with comput-

ers that is both natural and e! ective for human use. This thesis describes a

practical framework for building these systems based on the Partially Observable

Markov Decision Process (POMDP). The underlying belief state is represented

by a dynamic Bayesian Network and the policy is parameterized using a set of

action-dependent basis functions. Tractable real-time Bayesian belief updating is

made possible using a novel form of Loopy Belief Propagation with various other

optimisations and policy optimisation is performed using an episodic Natural

Actor Critic algorithm. Parameters for the systemÕs user model may be learned

from an unannotated corpus of dialogues using the Expectation Propagation al-

gorithm with tied Dirichlet distributed parameters. Details of these algorithms

are provided along with evaluations of their accuracy and e" ciency.

The proposed POMDP-based architecture was tested using both simulations

and a user trial. Both indicated that the incorporation of Bayesian belief updating

signiÞcantly increases robustness to noise compared to traditional dialogue state

estimation approaches. Furthermore, policy learning worked e! ectively and the

learned policy outperformed all others on simulations. The learned policy was

also competitive in user trials, although its optimality was less conclusive.

Parameter learning was tested by evaluating the resulting user modelsÕ re-

scoring ability and by simulating dialogue performance. A range of metrics were

shown to improve when using Expectation Propagation to learn a set of param-

eters and then re-score semantic hypotheses, as shown on both a simulated and

a human-generated corpus. Success rates of a system where the parameters were

trained from a corpus of dialogues were also shown to outperform the use of hand-

crafted parameters. Overall, the proposed framework was shown to be a feasible

and e! ective approach to building real-world POMDP-based dialogue systems.
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CHAPTER 1

INTRODUCTION

All human societies communicate with spoken language. Yet no computer can

understand it. Since spoken language is so natural to human society, the devel-

opment of computers which could interact using spoken language would simplify

their use dramatically. The study of these systems, known asspoken dialogue

systems, is an important area of engineering and provides insight into the under-

standing of human learning, linguistics and artiÞcial intelligence1.

Early research on these systems focused on text interfaces rather than speech.

Reasonably convincing examples of text-based dialogue systems were soon built

using relatively simple techniques. The ELIZA program was one example, which

attempted to impersonate a psychiatrist (Weizenbaum, 1966). The program re-

ordered words in an input sentence using simple pattern-matching rules. A sen-

tence like ÒI am feeling sad.Ó would be converted into ÒWhy are you feeling sad?Ó

without the program truly analysing the meaning of the original input. This sim-

ple scheme was so e! ective that when Weizenbaum gave it to his secretary, she

1The Þrst deÞnitions of artiÞcial intelligence included the understanding of human language
as a central requirement. The Turing test, for example, involves a person having two conver-
sations - one with a human, and one with a machine (Turing , 1950). If the person cannot
decide which of the two is human then Turing reasoned that the machine must be considered
intelligent. Without the understanding of language, a machine will always fail our intuitive
ideas of intelligence.

1



1. INTRODUCTION

thought the machine was a real therapist and spent hours revealing her personal

problems to the program (Wallace, 1995; Weizenbaum, 1976). She was then hor-

riÞed to Þnd out that all dialogues with the program had been recorded and that

her boss had access to all the transcripts.

As research continued it became apparent that these simple schemes were

di" cult to extend to more meaningful tasks. The state-of-the-art is so far away

from building a general purpose dialogue system that Marvin Minsky, known by

some as the father of artiÞcial intelligence, even suggested that research on this

topic would be Òobnoxious and stupidÓ (Sundman, 2003). On the other hand,

dialogue systems where the topic of conversation is limited have been shown

to have wide application and have improved signiÞcantly in performance over

recent years. This thesis will deal exclusively with theselimited-domain dialogue

systems.

Examples of such dialogue systems are numerous. Systems have been de-

ployed to provide train information, in-car navigation, make bookings, interact

with robots and build computer interfaces for the illiterate and blind. The moti-

vation for using computer-based systems to replace humans for such tasks can be

attributed to several key advantages: an artiÞcial system is available at all times,

will never get tired, is more cost e! ective, allows for more user privacy and can

be used in situations where it is impossible for humans to be placed.

Existing spoken dialogue systems are far from perfect, and three major faults

appear when one compares them to humans. One is that humans are capable

of holding a dialogue in signiÞcantly more di" cult environments and are not as

a! ected by noise, ambiguities and errors. A second is that humans can learn

for themselves what to say and do not need explicit rules to predeÞne how they

should interact. A third, and perhaps most obvious, fault is that humans are not

limited to a single domain and will understand any topic of conversation.

In order to e! ectively handle noise, ambiguities and other di" culties, this the-

sis will argue that a statistical approach must be used for handling uncertainty

in the dialogue. Spoken language is an inherently error-Þlled medium of com-

munication and even humans use error-correcting strategies to ensure a correct

understanding. Bayesian theory is a theoretically appealing approach for deci-

sion making and there is also evidence that humans use Bayesian methods when

2



1.1 Thesis outline and contributions

they make decisions1. Bayesian probability theory is therefore an appropriate

framework for handling the resulting uncertainty.

This thesis will argue further that statistical methods are an appropriate

framework for allowing a system to learn what to say in a dialogue. By ex-

amining the e! ects of past decisions, a system can learn statistically optimal

rules for making future decisions. The resulting systems are capable of adapting

to new environments, new types of user and new domains with limited additional

development.

A signiÞcant emphasis will be placed on building systems for large domains.

The task of building a general purpose system is not covered, although it is possi-

ble that suitable learning methods may enable future general purpose systems to

be built. An approach which requires developers to encode all knowledge about

the world is unlikely ever to succeed. An approach which allows the system to

learn this knowledge for itself may one day become a reality.

1.1 Thesis outline and contributions

Spoken dialogue systems are made up of several complex components. This thesis

will be concerned largely with the decision making component, known as the

dialogue manager. In studying the dialogue manager, it is useful to understand

how each of the other components interact to form a complete system. Chapter

2 will begin the main part of this thesis with a discussion of these di! erent

components. Chapter2 also provides a literature review of dialogue management

theory.

The task of dialogue management can be separated into two main areas.

Firstly, the system must e" ciently maintain the state of the dialogue and sec-

ondly, the system must use the state to make appropriate decisions. Chapters

3 and 4 discuss methods for maintaining this state and Chapter5 discusses the

actual decision making.

1(Robert, 2007, Ch 11) gives some evidence that the Bayesian approach is in fact the ÒonlyÓ
coherent approach to decision making. Various other theoretical reasons for Bayesian decision
making are also given.Lewandowskyet al. (2009) and Wolpert & Ghahramani (2005) provide
example experiments illustrating the Bayesian nature of human decision making.

3



1. INTRODUCTION

Chapter 3 shows how a standard algorithm from the machine learning lit-

erature can be used to e" ciently update the state of a probabilistic dialogue

manager. The algorithm, called Loopy Belief Propagation (LBP), improves ef-

Þciency by exploiting conditional independence assumptions between variables

in the probabilistic model. The chapter provides an introduction to Bayesian

networks, factor graphs, the Loopy Belief Propagation algorithm and issues re-

lating to the use of LBP over multiple time slices. The contributions made in this

chapter are the idea of using LBP for e" ciently computing dialogue belief states

and a framework for building Bayesian networks for dialogue systems where the

task may be decomposed intoconceptsor slots1. The chapter also provides an

example of the use of this framework.

The LBP algorithm provides signiÞcant e" ciency improvements when the

dialogue state can be factorised. However, the updates still become intractable

when there a large number of possible values for a given concept. Chapter4

will explain how this problem may be overcome. A new algorithm for updating

Bayesian networks is developed which improves e" ciency by several orders of

magnitude. The algorithm updates only a list of thek-best values for a given

node in the network and maintains a constant probability for all other values. A

grouped version of LBP is also developed and is shown to generalise the idea of

partitions used in the Hidden Information State model ofYoung et al. (2009) to

arbitrary Bayesian networks. By assuming a speciÞc form of probability factor

it will be shown that further e" ciency improvements can be realised on top of

those achieved by the k-best and grouped algorithms.

Chapter 5 discusses how machines can automatically decide what to say in

a dialogue. The chapter suggests the use of the Natural Actor Critic algorithm

for this optimisation and provides a framework for building suitable function

approximations in the case of dialogue. An example application in the Tourist

Information domain is also described. The contributions made in this chapter

are the use of the Natural Actor Critic algorithm for dialogue management and

1Note that the (non-loopy) belief propagation algorithm has previously been used inBui
et al. (2009). This approach requires an assumption of completely independent concepts and
can be considered a special case of the approach described here.

4



1.1 Thesis outline and contributions

the use of general linear function approximations for dialogue managers using a

statistical model of uncertainty1

An evaluation of the statistical methods suggested in the thesis is provided

in Chapter 6. The evaluation uses four example systems, each representing dif-

ferent approaches to spoken dialogue management. All systems are built for the

same domain, which is to provide tourist information. Both a simulated and a

human evaluation are completed and provide compelling evidence that statistical

approaches outperform alternatives.

One topic that is often neglected in the development of statistical systems

is the estimation of suitable parameters. If dialogue states can be annotated

then one can in principle estimate the parameters using a maximum likelihood

approach. However, in practice the annotation of su" cient quantities of data

is impractical and all current multi-concept systems use hand-crafted parame-

ters. Chapter 7 proposes a method for estimating these parameters without any

annotation of dialogue states, namely a tied version of the Dirichlet distribu-

tion with the Expectation Propagation algorithm. The e! ectiveness of properly

estimated parameters is demonstrated Þrstly by showing that using dialogue con-

text to re-rank N-best semantic hypotheses results in an improvement relative

to hand-crafted parameters. Furthermore, simulation results show that learned

parameters improve the overall system performance.

The thesis concludes with Chapter8, which also gives directions for future

research. Using the techniques proposed here, one should be able to build spoken

dialogue systems that are more robust, require less design and maintenance and

allow for more complex interactions than the state of the art. In future, the hope

is that such systems will be used in a deployed setting and will continue to show

signiÞcant improvements in performance over alternative approaches.

1More speciÞcally, linear approximations had previously been used in Markov Decision
Process systems, as for example inHendersonet al. (2005), but not yet in partially observable
systems.
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CHAPTER 2

DIALOGUE SYSTEM THEORY

A spoken dialogue system has a large number of complex problems to overcome.

To simplify matters, two key assumptions are almost always taken. First, only

dialogues with exactly two participants are considered and second, all interactions

between the system and the user are in the form of turns. Aturn in a dialogue

is a period in which one of the participants has a chance to say something to the

other participant.

Under these assumptions, the dialogue will follow a cycle, known as thedi-

alogue cycle. One of the participants says something, this is interpreted by the

listener, who makes a decision about how to respond and the response is conveyed

back to the original participant. This same process of listening, understanding,

deciding and responding then occurs on the other side and the cycle repeats.

Hence any dialogue system requires a number of components: one that can un-

derstand the userÕs speech, one that makes decisions and one that produces the

systemÕs speech.

Figure 2.1 shows a graphical representation of the components which achieve

these goals and how they relate to one another. Details of the various methods

for developing these components will be discussed in Section2.1. Although these

components are all that is required for building a spoken dialogue system, it is use-

ful to also have a simulation environment for testing and training purposes. This

7
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Figure 2.1: A graphical representation of the dialogue cycle.

is provided by a user simulator discussed in Section2.2. This thesis is concerned

mainly with the decision making component of a spoken dialogue system, known

as thedialogue manager. Section2.3 will discuss various paradigms for building

the dialogue manager and provide a literature review of dialogue management

theory.

2.1 Components of a spoken dialogue system

2.1.1 Speech recognition

The Þrst task of a spoken dialogue system is to understand the userÕs speech.

This initial stage begins by using aspeech recognition engineto convert the audio

input into text. Once the text form is obtained it is analysed to identify the

underlying meaning.

State-of-the-art speech-recognition methods use a statistical model called the

Hidden Markov Model (HMM) to estimate the most probable sequence of words

for a given audio stream. This component of a dialogue system may be built using

various publicly available toolkits. Examples include the ATK/HTK (Young

et al., 2000) and SPHINX packages (Walker et al., 2004). Commercial systems

are also available and may be obtained from companies such as Nuance, Loquendo

and IBM.
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2.1 Components of a spoken dialogue system

The performance of the speech recognition engine will depend greatly on the

di" culty of the task and on the amount of in-domain training data. In the case

of limited-domain dialogue systems where the user is allowed to speak freely (i.e.

they are not constrained by being asked to select from a list), high error rates are

common. Raux et al. (2006), describes the LetÕs Go! bus information system,

which has a sentence average word error rate of 64%. The word error rate of the

ITSPOKE tutorial system is 34.3% (Litman et al., 2006).

Most current spoken dialogue systems use only the most likely hypothesis

of the userÕs speech. State-of-the-art recognisers can, however, output a list of

hypotheses along with associated conÞdence scores. This list is called anN -best

list , whereN denotes the number of hypotheses. The conÞdence scores give an

indication of the likelihood that the recogniser attaches to each word sequence.

Ideally these conÞdence scores will give the posterior probability of the word

sequence given the audio input (Jiang, 2005). In some cases the recogniser may

also return aword-lattice to represent the set of possible hypotheses. Such word-

lattices may be converted into N-best lists by Þrst converting the lattice to a

confusion network and then using dynamic programming to Þnd the minimum

sum of word-level posteriors (Evermann & Woodland, 2000). Further details on

conÞdence scoring issues are provided in AppendixF.

2.1.2 Spoken language understanding

Once the system has a set of hypotheses for what the user said, it must try to

understand what was meant by these words. To a dialogue system, the exact

meaning of the words is unimportant. What really matters is what the user was

trying to achieve by saying the words. For example, whether the user says ÒIÕd like

the phone number.Ó or ÒWhat is the phone number?Ó the desired outcome is the

same. The user is asking for the phone number. The fact that the Þrst utterance

is a statement and the second is a question is irrelevant. This distinction between

the exact semantics of an utterance and itÕs purpose was Þrst made explicit in

the deÞnition of aspeech act, which is a representation of this underlying action

(Austin, 1962; Searle, 1969). In the example above, the speech act for both

utterances would be ÒrequestÓ.

9
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The original idea of speech acts has been extended in the case of dialogue to

include actions relating to turn-taking, social conventions and grounding (Traum,

1999). The resulting concept is called adialogue act tag. Dialogue act tags also

allow actions such as ÒconÞrmÓ and Òa" rmÓ for conÞrmations and a" rmations.

For example, a ÒconÞrmÓ action might be used to represent ÒDid you say you

wanted Chinese food?Ó and an Òa" rmÓ act might be used to represent ÒYes!Ó.

In the traditional deÞnitions of both speech and dialogue acts, the semantic

information is completely separated from the act. A simpliÞed form of semantic

information is clearly an important input to the dialogue system. In the case

of the user asking for the phone number it is important to the system that it

is the phone number that is being requested. It therefore makes sense to in-

clude this and to represent the dialogue act as Òrequest(phone)Ó. Similarly, in

the conÞrmation case above it is more appropriate to represent the act as Òcon-

Þrm(food=Chinese)Ó. In this thesis, the traditional concept of a dialogue act tag

will be called thedialogue act typeand simpliÞed semantic information is joined

with it to give the full dialogue act. Dialogue acts are therefore represented as

the combination of the dialogue act type followed by a (possibly empty) sequence

of dialogue act items,

acttype (a = x, b = y, ...! "# $
act items

).

The acttype denotes the type of dialogue act while the act items,a=x, b=y, etc.,

will be either attribute-value pairs such astype=Chinese or simply an attribute

name or value. Examples of the latter cases includerequest(addr) , meaning

ÒWhat is the address?Ó andinform(=dontcare) , meaning ÒI donÕt careÓ. A

detailed description of the dialogue act set used in this thesis is given in Appendix

A.

With the concept of dialogue acts in hand, the task of understanding the user

becomes one of deciphering dialogue acts. This is known assemantic decoding.

In general one could imagine doing this on the basis of several sensory inputs.

The pitch of a userÕs utterance might, for example, give some indication as to the

dialogue act type. Of course, the simplest approach is to simply use the output

of the speech recogniser, and that is the method that is typically used.

10



2.1 Components of a spoken dialogue system

There are a wide range of techniques available for semantic decoding. Tem-

plate matching and grammar based methods are two examples of hand-crafted

techniques. Data-driven approaches include the Hidden Vector State model (He

& Young, 2006), machine translation techniques (Wong & Mooney, 2007), Com-

binatory Categorial Grammars (Zettlemoyer & Collins, 2007), Support Vector

Machines (Mairesseet al., 2009) and Weighted Finite State Transducers (Jurci-

cek et al., 2009).

Most semantic decoders will assign exactly one dialogue act for each possible

word sequence obtained from the speech recogniser. In the case of ambiguities,

however, the semantic decoder may choose to output a list of the most probable

outputs along with associated conÞdence scores. Since the speech recogniser is

producing an N -best list of word sequences, some method must be found for

combining the conÞdence scores from the speech recogniser with those of the

semantic decoder (see AppendixF for more details).

2.1.3 Decision making

Once a set of possible dialogue acts has been decoded, the system must choose an

appropriate response. The component which makes these decisions is called the

dialogue manager. The response chosen by the system is encoded as a dialogue act

and is called thesystem actionor system act. The topic of dialogue management

will be the major focus of this thesis.

The chosen response is selected from a set of possible actions,a ! A and will

depend on the input that the system receives from the semantic decoder. This

input is called the observation, labelled o ! O, since it encodes everything that

the system observes about the user.

Choosing the best action requires more knowledge than simply the last ob-

servation. The full dialogue history and context also play an important role.

The dialogue manager takes this into consideration by maintaining an internal

representation of the full observation sequence. This is called thedialogue state,

system stateor belief state1, and is denoted byb ! B. The current belief state will

1The name belief state is traditionally reserved in the literature for systems that use a
particular statistical assumption, called Òpartial observabilityÓ (Section2.3.2). However, even
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depend on abelief state transition function which takes a given belief state and

updates it for each new observation and system action. This transition function

is therefore a mappingT : B " A " O #$ B.

The component of the dialogue manager which deÞnes its behaviour is the

dialogue policy, ! . The policy determines what the system should do in each

belief state. In general, the policy will deÞne a probability distribution over which

actions might be taken. If # (A) denotes the set of these distributions then the

dialogue policy will be a mapping from belief states to this set,! : B #$ # (A).

Clearly the actions, belief states and observations are all indexed by the turn

number. When it is important to note the time step being considered, they are

denoted at , bt and ot . While the system is in statebt it will choose action at

according to the distribution determined by the policy,! (bt ). The system then

observes observationot+1 and transitions to a new system belief statebt+1 . When

exact point in time is insigniÞcant, thet is omitted and a prime symbol is used

to denote the next time step (e.g.o! = ot+1 ).

2.1.4 Response generation

The Þnal stage of the dialogue cycle is to convey the systemÕs response to the

user. This is done in two steps. First anatural language generatorconverts the

system dialogue act to text. The output is then passed to atext-to-speech (TTS)

engine which conveys the message as audio.

The simplest approach for natural language generation is to use templates.

As an example, a template might transform Òinform(phone=x)Ó into ÒThe phone

number isxÓ, where ÒxÓ may be replaced by any phone number. Templates have

proven to be relatively e! ective for natural language generation, since the number

of system dialogue acts is reasonably tractable. More complex approaches have

also been developed, as for example inMairesse & Walker(2007).

In the area of text-to-speech there are many alternative approaches. One

of the most popular is theunit selection approach, which splices segments of

when this model is not used, the systemÕs internal state will always be a representation of its
beliefs about what has happened in the dialogue. It is therefore reasonable to use the term for
all models.

12



2.2 User simulation

speech from a database to generate sound for a given word sequence. Example

systems which typically take this approach are Festival (Clark et al., 2004) and

FLite ( Black & Lenzo, 2001). An alternative approach is to use a Hidden Markov

Model (HMM) to generate the required audio, as is done in the HTS system (Zen

et al., 2007).

2.1.5 Extensions to the dialogue cycle

The dialogue cycle, as it is shown in Figure2.1, is slightly restrictive for more

general human-computer interactions. The Þgure doesnÕt allow for any method

of including information other than speech. Fortunately, non-speech inputs can

easily be included by adding inputs to and outputs from the dialogue manager.

This does not break the dialogue cycle structure since the dialogue manager

can extend its deÞnition of state to include this extra information. Similarly,

the output from the dialogue manager can be extended to include more than

a dialogue act and could include other actions as well. An example of such a

system is given inWilliams (2007a), which uses non-speech actions and inputs

to help troubleshoot an internet connection.Bohus & Horvitz (2009) provides

an example of a spoken dialogue system with multiple parties and visual sensory

inputs.

The other restriction imposed by the dialogue cycle is the structure of the

turns. In real systems it is not always obvious when the turns start and end, and

real-users will often speak out of turn. This is completely natural to humans, who

will often say things like ÓYesÓ, ÓUh-huhÓ, etc. to indicate they are listening,

sometimes Þnish other peopleÕs sentences and refuse to behave in a turn-taking

manner. Some attempt at breaking away from turn-based systems is given in

Rudnicky & Xu (1999), although many systems still typically employ the turn-

based architecture.

2.2 User simulation

Testing a dialogue manager with human users can be a very time consuming task.

Simulated environments provide one way of speeding up the development process

13
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Figure 2.2: A graphical representation of the dialogue cycle with a user simulator

instead of a human user.

by providing a more e" cient testing mechanism. A simulated environment will

often generate situations that the dialogue system designer will not have thought

about and the system can be reÞned to handle them. A recent area of research

interest is to build dialogue managers that can learn automatically what actions

to take. In the case of these systems, a simulated environment is particularly

important as the system can be boot-strapped by learning from interactions with

the simulator. Further reÞnements can then be obtained from real interactions

with human users.

Figure 2.2 shows a graphical representation of the adjusted dialogue cycle

when using a simulator. The Þgure shows the standard approach to simulation,

which is to operate at a dialogue act level. Auser simulator generates dialogue

acts given the past dialogue history, as if it were human. This is passed through

an error simulator which generates appropriate confusions and conÞdence scores.

There are also simulation environments which have been built to operate at

a word-level (Jung et al., 2009; Schatzmannet al., 2007b). In this case, the

simulated dialogue act is used to generate a word-level form, which is passed to

the error-simulator to produce word-level confusions. This is then passed to the

semantic decoding component as in the human-machine case.
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A wide range of data-driven simulation techniques are available. Some exam-

ples are bigram models (Levin & Pieraccini, 1997), goal-based models (Pietquin

& Renals, 2002; Sche$ er & Young, 2001), conditional random Þelds (Jung et al.,

2009) and hidden agenda models (Schatzmannet al., 2007c). A survey of user

simulation approaches is given inSchatzmannet al. (2006).

2.3 The dialogue manager

The above sections have introduced each of the components of a dialogue system.

The rest of the thesis will assume that components for speech recognition, spoken

language understanding, response generation, user simulation and text-to-speech

are all given, and will focus on how to build an e! ective dialogue manager.

Two of the most important questions concerning a dialogue manager are:

1. Is uncertainty handled with a statistical approach?

2. Are policies optimised automatically?

The way that these two questions are answered gives rise to four di! erent

paradigms for building the dialogue manager. Figure2.3 shows how the four

paradigms contrast with one another. A literature review of research in each

of the four approaches is presented below, with particular emphasis on systems

which use a statistical approach to handle uncertainty and optimise policies au-

tomatically.

2.3.1 Hand-crafted dialogue management

At the most basic level, the concepts of belief state, state transitions and policy

are all that are needed to deÞne a dialogue manager. Many dialogue management

frameworks allow the system designer to directly deÞne all of these components.

Because they are directly deÞned, the components are said to behand-crafted.

As dialogues become more complex, the number of states, transitions, and policy

decisions becomes very large so researchers have developed various techniques to

facilitate the design process.
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Figure 2.3: A comparison of four major paradigms in spoken dialogue manage-

ment. The Þgure contrasts hand-crafted approaches (HDC), Markov Decision

Process models (MDP), Bayesian Network approaches (BN) and Partially Ob-

servable MDP approaches (POMDP) with respect to how they handle uncertainty

and policy optimisation.
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One of the simplest approaches is to represent the dialogue manager as a

graph or ßow-chart, sometimes called thecall-ßow (McTear, 1998; Pieraccini &

Huerta, 2008; Sutton et al., 1996). Nodes in the graph represent belief states

of the dialogue and deÞne which action should be taken, while transitions are

determined by the observations received. This approach has proven to be very

e! ective when the systemÕs prompts elicit highly restricted responses from the

user. On the other hand, the call-ßow model typically struggles when users take

the initiative and direct the dialogue themselves.

An alternative approach is the idea of aframe-based dialogue manager, also

known as aform-Þlling dialogue manager(Goddeauet al., 1996). Frame-based

approaches assume a set of concepts that the user can talk about, calledslots,

which take on values from a pre-deÞned set. The current set of Þlled slots is

included as part of the state, along with some hand-crafted information about

how certain the system is about each slot value. Dialogue management proceeds

by using a pre-speciÞed action for each set of known slots. The ability for users to

speak about any slot at any time allows for much more freedom in the dialogue,

which is typically perceived as more natural for users.

The frame-based approach is most often used ininformation-seeking dialogues,

where a user is seeking information subject to a set of constraints. One example

is in the case of a tourist information system, which might have slots for the price

range, type of venue, and area. The system would ask for slot-values until it

decided that enough have been given, at which point it would o! er information

about a relevant venue.

A problem with frame-based approaches is that some of the slots will not

be relevant for particular dialogues. Another issue is that dialogues are often

composed of smaller sub-dialogues, and the progress in a dialogue often follows

a particular agenda, which cannot easily be modelled using frames. This has led

to the development ofhierarchical and agenda-based dialogue managers(Bohus

& Rudnicky, 2003; Rudnicky & Xu , 1999). These approaches allow the deÞnition

of sub-dialogues which depend on the values of slots at higher levels.

When the domain of discourse moves away from information-seeking tasks,

then the agenda-based and frame-based approaches sometimes struggle to adapt.

Some researchers have suggested that instead of trying to determine only what
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the user wants, one should aim to determine a shared plan. This is particularly

relevant in collaborative dialogues, such as language learning, where both partic-

ipants must work together to achieve a task. Dialogue systems based on this idea

are said to useplan-based dialogue managers(Rich et al., 1998).

Another popular framework for dialogue management is theinformation state

model (Bos et al., 2003; Larsson & Traum, 2001). A central idea in this frame-

work is that dialogue acts correspond to dialogue moves and are used to update

an information state subject to certain preconditions. The information state rep-

resents the accumulation of everything that has happened in the dialogue, and is

used by the dialogue manager to choose itÕs next action according to an update

strategy. Logic programming is one possible method of implementing this update

strategy (Fodor & Huerta, 2006).

All of the above approaches give important insights into how to structure a

dialogue manager. However, none of the approaches provide a principled approach

to handling the uncertainty in dialogue or to deciding which actions to take at

a particular point. This has led to research into frameworks which do include

principled approaches for each of these issues.

2.3.2 Partial Observability

Uncertainty is a key issue that must be dealt with by any spoken dialogue sys-

tem. Both speech recognition and semantic decoding have high error rates and

this must be taken into account by the dialogue manager. The traditional ap-

proach to handling this uncertainty is simply to augment the hand-crafted belief

state with states representing the uncertainty (Bohus & Rudnicky, 2005). This

has the advantage that it Þts naturally into the frameworks presented above.

The disadvantage is that it is not necessarily clear how to provide a principled

deÞnition for these states of uncertainty.

The alternative is to build a model of the uncertainty directly into the sys-

temÕs belief state. The userÕs goals and other aspects of the environment are

considered as partially observable random variables which must be inferred from

the observations. The probability distribution over these random variables give

a well-founded representation of the uncertainty, and may be calculated using
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Bayesian Networks (Pulman, 1996) or other techniques (See Section3 for an in-

troduction to Bayesian Networks). Implementations of this idea have been given

by Horvitz & Paek (1999) and Meng et al. (2003). In both cases, policy decisions

are made using hand-crafted rules.Meng et al. (2003) use thresholds to decide

whether a value should be accepted or not while the Value of information is used

to decide on the next action inHorvitz & Paek (1999).

One formal model of this idea is to deÞne a set of possible environment states,

s ! S, along with an observation probability function, p(o|s). Note that the ob-

servations are assumed to depend conditionally on only the environment state.

The change in the environment states is assumed to follow astationary distribu-

tion (it does not change with time), where the probability of a given environment

state, st+1 = s!, depends only on the previous state,st = s, and the last machine

action, at = a. This dependency is governed by the probability functionp(s!|s, o).

The assumption that environment states depend only on their previous value is

sometimes called theMarkov assumption.

Under the above assumptions, a statistically-motivated approach to handling

the uncertainty may be found. Denoting the state at timet by st , then Bayes

theorem shows that when a new observation,ot+1 = o!, is received then:

p(st+1 = s!) %
%

s" S

p(st = s)p(st+1 = s!|st = s, at = a)p(pt+1 = o!|st+1 = s!).

(2.1)

Now the systemÕs belief state at each point in time,bt , is deÞned as the

probability distribution over states given all observations up to that point. In

particular, bt (s) denotes the probability of states at time t given all observations

up to time t. The set of all possible belief states is the set of probability distri-

butions over environment states,B = # (S). Rewriting Equation 2.1 in terms of

the new belief stateb! and old belief stateb gives:

b!(s!) %
%

s" S

b(s)p(s!|s, a)p(o!|s!). (2.2)

This update of the belief state gives a formula deÞning the belief state tran-

sition function, T, which determines the transitions of the dialogue managerÕs

internal state. In practice the set of environment states will be very large, since
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the environment state must represent all information that is necessary for mak-

ing decisions about what to say. To do this, the environment state will need to

incorporate both the userÕs goal and the dialogue history. In a system with a

number of slots, every di! erent combination of the slot-values will constitute one

possible user goal. The number of user goals therefore grows exponentially with

the number of slots, which causes a serious computational burden.

Chapter 3 will discuss methods for computing this belief update e" ciently.

The use of this statistically motivated framework has the potential to signiÞcantly

improve system performance, as will be shown in Section6.

2.3.3 Policy learning

Another key issue in spoken dialogue management is the design of the dialogue

policy. While it is possible to design this by hand, such an approach has several

shortcomings. Development is manually intensive and expensive, the systems are

di" cult to maintain and performance is often sub-optimal.

An alternative to hand-crafting policies is to deÞne an objective measure of

performance and to optimise this automatically. A reward is assigned to each

turn which depends on the belief state,b, and action taken,a, and is denoted by

r (b, a). The measure of performance in a dialogue is then the sum of turn-based

rewards,

R =
T%

t=1

r (bt , at ), (2.3)

whereT is the number of dialogue turns.

The progression of a dialogue cannot be determined before one sees how the

user responds to the actions taken by the system. Because of the uncertainty in

how the user will behave, the reward under a given system policy will be stochas-

tic. A sensible objective for the system is therefore to optimise the expected or

mean value of this reward,E(R). Systems that attempt to optimise this reward

are said to usereinforcement learning because good policies arereinforced by

good rewards.

In order to compute this optimisation, further assumptions must be made.

The most common approach is to assume that changes in the belief state are
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Markov (i.e. the probability of a new belief stateb! depends only on the previous

belief state and system action, and not the full history). This model is known

as theMarkov Decision Process (MDP)(Sutton & Barto , 1998). Chapter 5 will

discuss optimisation methods for this model in detail.

Traditional work on the MDP model assumes that the belief space,B, is

Þnite. This makes policy optimisation signiÞcantly simpler, but is not a necessary

assumption. This thesis will also consider the more general case of continuous

belief state MDPs.

The Markov Decision Process was Þrst suggested as a dialogue model byLevin

& Pieraccini (1997). Their original system was trained using a bigram model for

user simulation and was able to optimise for a particular reward using standard

algorithms (Levin et al., 2000).

When one moves to working with human users, the rewards are di" cult to

deÞne as the system does not actually know what the user wants. What can be

found is an estimate of the user satisfaction, by using regression on known features

of the dialogue, as suggested in the PARADISE framework (Walker et al., 1997).

This approach has been used successfully to build an MDP based system for

real users (Walker, 2000). There are also various other systems which have been

tested with human users (Deneckeet al., 2005; Singh et al., 2002).

SigniÞcant research in the area of automatic policy learning has been ded-

icated to increasing the complexity of the available dialogues, which depends

largely on the learning algorithm. Various algorithms have been tested, includ-

ing Value Iteration (Singh et al., 2002), Q-learning (Schatzmannet al., 2005),

Monte-Carlo learning (Pietquin & Renals, 2002), Q(" ) learning (Sche$ er, 2002)

and SARSA(" ) learning with linear function approximation (Hendersonet al.,

2005). These systems were all trained using a simulated user.

With a traditional MDP, the state transitions are still hand-crafted, and must

be deÞned by the system designer. As with fully hand-crafted systems, the state

set can become di" cult to deÞne when the dialogues become more complex.

The ideas used by the fully hand-crafted systems transfer naturally to the MDP

case and can be employed without much alteration. For example, information

state updates have been used in MDP systems by simply adding the deÞnition
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of rewards and the Markov assumption to the standard information state model

(Heeman, 2007; Lemon et al., 2006b).

The central assumption in the above models is that the systemÕs belief state

depends only on its previous value and the last system action - the Markov as-

sumption. There has been some some work showing that this may not necessarily

be a valid assumption (Paek & Chickering, 2006). More general inßuence dia-

grams (Paek & Chickering, 2006) and semi-Markov decision processes (Cuayhuitl

et al., 2007) have been suggested as alternative approaches to the reinforcement

learning of dialogue managers which overcome this issue.

2.3.4 Partially Observable Markov Decision Processes

The idea of combining the statistical approach to learning and to handling un-

certainty results in a model known as the Partially Observable Markov Decision

Process (POMDP), which was Þrst suggested for dialogue byRoy et al. (2000).

The model makes the same assumptions as all partially observable models and

therefore includes the concepts of: an environment state,s, the Markov property

on the environment state, environment state transition probabilities and obser-

vation probabilities.

The assumptions made to enable learning are slightly di! erent. Instead of

deÞning rewards as a function of belief states, as is done in the MDP model, the

reward is deÞned as a function of the environment state,s. This change corre-

sponds to the intuitive idea that performance should be measured as a function of

what the userreally wants and not simply what the system believes. The aim of

the system is then to optimise the expected dialogue reward using this adjusted

reward function.

Theoretical examination has shown that this adjusted approach in POMDPs is

not really signiÞcantly di! erent from the standard MDP. The Markov assumption

on the environment state will always result in the Markov assumption being true

on the belief state (Kaelbling et al., 1998), so there is no need to include this

as an extra assumption. Although the rewards are deÞned as a function of the

true environment state rather than the belief state, a belief state reward may be
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obtained from this using the formula,

r (b, a) =
%

s" S

b(s)r (s, a) (2.4)

The POMDP assumptions therefore always result in an MDP, and to a large

extent one can restrict the work on policy learning to the MDP model. An

important feature of POMDPs is that the belief states represent probabilities and

are always continuous. This representation as an MDP only applies if one allows

the MDP to have a continuous belief state space. Another important assumption

that is almost always made with POMDP models is that the observation space is

Þnite. This assumption does not a! ect the assumptions of the MDP model and

will not be required here.

Although the POMDP model provides an elegant approach to handling both

uncertainty and policy optimisation, it results in signiÞcant computational com-

plexity. Roy et al. (2000)Õs original model allowed for only 13 environment states,

20 actions and 16 observations. Research in POMDP models for dialogue has been

focused largely on reducing the computational burden, so that the systems may

engage in more complex dialogues.

There are two key areas which are to blame for this computational complex-

ity. Firstly, the belief updating equation (Equation 2.2 of Section2.3.2) requires

a computation that is quadratic in the number of environment states. In even

the simplest of dialogues, this number is unmanageable as it will grow exponen-

tially with the number of slots. Secondly, the use of a probabilistic approach to

modelling the uncertainty means that the belief state space is continuous. The

standard algorithms used for policy learning do not extend to this case, and so

special learning algorithms must be used. The algorithms that have been devel-

oped for exact POMDP optimisation have thus far been unable to extend past a

very small number of environment states.

A third key area which is important for building a POMDP-based dialogue

manager is the design of the model parameters. The observation and transition

probabilities have a large potential e! ect on the progression of the systemÕs belief

state and must be appropriately chosen. A discussion of current approaches to

this issue, as well as to the belief updating and policy optimisation issues is given

below. This is followed by a survey of past POMDP-based dialogue managers.
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2.3.4.1 POMDP model parameters

The simplest approach to choosing model parameters is to allow the system de-

signer to specify them directly. The parameters can be tuned by testing the

system in both simulated and real-world environments. While this approach is

not particularly well-founded it has been used in most POMDP systems because

of the complexity of alternative approaches, and results have been successful (Bui

et al., 2009; Roy et al., 2000; Thomson et al., 2008b; Young et al., 2009; Zhang

et al., 2001).

Ideally, one would like to use a corpus to estimate the model parameters from

real interactions. Data-driven parameters may be obtained by annotating the

correct dialogue state and using maximum-likelihood estimates. This approach

has been used but has been restricted to cases where the userÕs goal remains

constant and is simple to annotate, as inWilliams (2008b) and Kim et al. (2008).

Estimates could potentially be obtained without annotation of dialogue states,

by Þrst considering the state as hidden and using estimated based on the most

likely state sequence and using this to estimate the model parameters. This

process is called Viterbi estimation and is used inDoshi & Roy (2007). Current

research on this approach has been restricted to dialogues with a very small

number of environment states (Doshi & Roy (2007) uses 7 environment states).

Chapter 7 provides a way to scale the idea of parameter learning without anno-

tated dialogue states to more complex dialogues. The approach considered there

also provides an approximation to the full posterior distribution over parameters

instead of only providing maximum likelihood estimates.

2.3.4.2 Belief updating

A simple method for improving the e" ciency of belief updates is to use Dynamic

Bayesian Networks as inKim et al. (2008); Thomsonet al. (2008b); Zhang et al.

(2001) and Bui et al. (2009). This reduces the amount of computation required

by exploiting conditional independence assumptions between slots. Computation

is further reduced by using only the marginal distribution for the previous time-

slice during updates (Boyen & Koller, 1998), where the marginal distribution is

the distribution of only one variable, obtained by summing out all others. The
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resulting equations reduce the computational complexity of having large numbers

of slots but do not change the e! ect of an increase in the number of values per

slot. With very large numbers of possible values, the resulting updates may still

require too much computation for real-time operation.

Particle Þlters are a second method that has been proposed for reducing be-

lief update computation times (Williams, 2007b). The particle Þlter approach

represents the environment state as a Bayesian Network but then samples from

appropriate distributions to compute a Monte-Carlo estimate of the updated be-

lief distribution.

An alternative simpliÞcation that can be made is to partition the environ-

ment states into groups which are indistinguishable, as proposed in the Hidden

Information State framework (Young et al., 2009, 2005). A central requirement

of this framework is that the userÕs goal remains constant through the dialogue.

Under this assumption, updates may be done e" ciently because the probability

update equation is the same for all the indistinguishable states.

Henderson & Lemon(2008) suggest a fourth approach, which was shown to

be very similar to the approach used by the HIS system. The belief state is

thought of as a probability distribution over possible MDP states, which are

deÞned using hand-crafted rules. Rather than inferring the goal from a generative

model of the observations, the observation probabilities are used to generate the

relevant probability for each MDP state. Since each MDP state represents a

belief distribution over the environment states, a weighted combination gives the

overall POMDP belief state.

A Þfth approach to e" ciently updating the beliefs will be outlined in Chapter

3. The idea there is to maintain only ak-best list for each node in a Bayesian

Network. This allows the e" ciency improvements from using Bayesian Networks

to be used in conjunction with the improvements resulting from the Hidden In-

formation State approach. Changes in the goal are allowed and the model has

been implemented successfully for the same domain as the Hidden Information

State model. Most importantly, this approach scales with both the number of

slots in the system as well as the number of slot values.
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2.3.4.3 POMDP Policy optimisation

Exact POMDP optimisation algorithms do exist but they are intractable for all

but the simplest problems (Cassandraet al., 1997; Kaelbling et al., 1998). In

order to usefully apply the POMDP model to dialogue, researchers have been

forced to use approximate algorithms for the optimisation. Even approximate

algorithms do not generally scale to the size of the problem found in spoken

dialogue so methods have also been developed to incorporate domain knowledge

into to the algorithms.

The concept of the Summary POMDP was one of the Þrst ideas developed for

this purpose (Williams & Young, 2005). Instead of optimising over all possible

actions, the actions are grouped together intosummary actions. This grouping is

implemented by the system designer, who uses domain knowledge to exploit the

fact that one of the actions in the group is always better than the others. Similarly

the belief state space is mapped into a lower dimensionalsummary spacewhere

optimisation can proceed more easily. The original actions and belief states in this

framework are calledmaster actionsand master states, and are said to operate in

the master space. More detail on the idea of summary actions is given in Section

5.2.

Even more domain knowledge can be included by augmenting the POMDP

belief state with an MDP-style state (Williams, 2008a,b). The system designer

chooses a set of available actions for each MDP state, and the POMDP opti-

misation proceeds using only those actions. This constrains the search space

dramatically and can induce large improvements in e" ciency. The approach is

particularly useful for encoding business rules, where the system designer may

want to force a particular sequence of utterances. An example where this might

be used is to restrict a phone-based bank system from transferring money without

some form of authentication.

In many dialogue systems, the belief state can be factorised according to a set

of slots, much like in the frame-based approaches used for traditional systems.

Previous researchers have shown how this can be exploited to enable tractable

policy learning. For example,Williams & Young (2006, 2007) developed the

Composite Summary Point Based Value Iteration algorithm, which optimises the
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policy for each slot separately. Overall system actions are selected from the slot-

level actions using heuristic rules. A similar approach is taken in the Dynamic

Decision Network - POMDP (DDN-POMDP) algorithm developed byBui et al.

(2009).

The use of heuristic rules for actions at the overall level is clearly restrictive on

the available choices made during policy optimisation. For this reason, methods

that can learn decisions at a master-space level may well be preferred. A useful

technique for implementing this is to use function approximation. Grid-based

approximations have been used in optimising dialogue policies byYoung et al.

(2009) and Zhanget al. (2001). More general linear approximations for POMDP

systems were suggested inThomsonet al. (2008b) and the work ofLi et al. (2009)

extends this idea by enabling the system to automatically select useful features

(Note that similar linear approximations had already been used in MDP systems

as for example inHendersonet al. (2005)). Further details of these ideas are

discussed in Chapter5.

2.3.4.4 Survey of POMDP dialogue managers

The complexity of previous dialogue managers depends largely on the assump-

tions made and the learning algorithms used. The original systems ofRoy et al.

(2000) and Zhang et al. (2001) made very few assumptions but operated with

very few environment states.Roy et al. (2000) used the Augmented MDP algo-

rithm for learning and built a system with 13 environment states. The system

in Zhang et al. (2001) used Grid-based Q learning to optimise a system with 40

states.

The dialogue system ofDoshi & Roy (2007) has only 7 environment states but

focuses on handling uncertainty in the parameters rather than allowing for more

complex dialogues. The model parameters (observation and transition probabil-

ities) are included as unknown parameters so that the belief state also includes

the uncertainty in them. This enables the system to learn a user model during

operation, but demands a very limited domain of discourse.

The Composite Summary Point Based Value Iteration algorithm, suggested

by Williams & Young (2007), has been tested for a system with 5 slots, and
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100 values for each slot. It represented a large increase in complexity compared

with previous systems. This scalability was achieved through the summary ideas,

heuristics for choosing master-level actions and the assumption of a frame-based

system.

Particle Þlters have been implemented for belief updating in a troubleshooting

system with 20 factors, where two factors have 13 and 11 possible values and the

remaining factors have either 2 or 3 possible values (Williams, 2007b). Belief up-

dating computation times were reduced by a factor of around 10 when compared

to exact inference.

Bui et al. (2009) give real-time performance with up to 1000 di! erent slots

each having 10 slot values or 1 slot with 500 slot values. In the 1000 slot case,Bui

et al. (2009) exploit the fact that observations only a! ect a limited number of the

slots and only these slots need be updated. Policy learning is implemented with

an algorithm called the Dynamic Decision Network - POMDP (DDN-POMDP).

Tractability is achieved by using heuristics for choosing master-level actions, the

assumption of independent slots and a Þnite length lookahead during action se-

lection.

The Hidden Information State model has been implemented to build a tourist

information dialogue manager with 10 slots, with the number of slot-values rang-

ing from 4 to 45 (Young et al., 2009, 2005). Learning has been implemented

using grid-based Monte-Carlo learning as well as ak-best Monte-Carlo algorithm

(Lefevre et al., 2009). The major assumptions in the HIS model are that user

goals may be grouped into partitions and that user goals remain constant. The

mixture POMDP model of Henderson & Lemon(2008) was implemented on the

same task and used a Q-MDP learning algorithm.

Another real-world POMDP dialogue system is the ßight-booking system built

using Heuristic Search Value Iteration byKim et al. (2008). This system has four

slots and ignores the actual slot-values, so that the belief distributions operate

over user intentions rather than user goals.

Least Squares Policy Iteration is a relatively new algorithm for dialogue op-

timisation and has been used to implement a voice dialler with 50000 employee

names (Li et al., 2009). The system is also able to disambiguate between employ-

ees with the same name by using their location and can choose between di! erent
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phone numbers for a particular employee (e.g. mobile, home or work). A sep-

arate POMDP-based dialogue manager for this task was also developed using

value iteration (Williams, 2008b).

The algorithm suggested for policy optimisation in this thesis is Natural Actor

Critic ( Peters & Schaal, 2008; Peterset al., 2005). This approach has been used in

conjunction with the state updating techniques of Chapter3 and 4 to build a real-

world tourist information system for the same domain as the Hidden Information

State model (Thomsonet al., 2008b). The approach scales with both the number

of slots and the number of slot-values, and policy optimisation is performed in

such a way that the system can learn between many di! erent master-level actions.
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CHAPTER 3

MAINTAINING STATE

All dialogue managers must maintain an internal state representing what has

happened in the dialogue. In hand-crafted approaches the internal state is directly

deÞned by the dialogue system designer. More recently, probabilistic approaches

have been developed to better handle the uncertainty inherent in dialogue. As

mentioned in the previous chapter, the probabilistic approach deÞnes the internal

state as a belief distribution over environment states. The important concepts

used in this framework are:

¥ s ! S - The environment state

¥ b ! B - The systemÕs belief state

¥ o ! O - The observation

¥ a ! A - The systemÕs action

¥ p(o|s, a) - The observation function

¥ p(s!|s, a) - The transition function

Observations are assumed to depend conditionally on only the most recent

environment state, while the environment states are assumed Markov (i.e. the

current state depends conditionally on only the previous environment state and
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3. MAINTAINING STATE

action). Under these assumptions the belief state is represented as a probability

distribution and is updated via Bayes theorem as shown in Equation2.2. The

resulting update is reproduced below:

b!(s!) %
%

s" S

b(s)p(s!|s, a)p(o!|s!). (3.1)

When the number of environment states grows, the belief state update be-

comes intractable. This chapter will discuss methods for computing the belief

state e" ciently.

3.1 Bayesian Networks

Before going into the details of e" cient algorithms for updating the belief state

it is useful to introduce a graphical notation for representing the independence

assumptions in a probabilistic model. The graphical model introduced here is

known as a Bayesian Network. As will be shown in Section3.5, Bayesian Net-

works do more than simply provide notation as there are several algorithms which

operate directly on the graphical structure to e" ciently update probability distri-

butions. Detailed introductions on Bayesian Networks are given inBishop (2006,

Ch. 8) and Jensen(2001).

A Bayesian network is deÞned as:

¥ A directed acyclic graph where

¥ the nodes represent random variables, and

¥ the arrows joining the nodes represent conditional independence assump-

tions.

¥ The joint distribution of all variables in the graph factorises as the product

of the conditional probability of each variable given its parents in the graph.

At Þrst glance, this might seem a little complicated so it is worth considering

an example. Let us take the case of a dialogue system which can o! er the user

information about restaurants and hotels in either the north or the south of the

town. These possibilities are encoded in two random variables. One is the area,
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3.1 Bayesian Networks

which will be labelled garea , and the other is the type of venue,gtype. A third

random variable in the system is what the user said, which will be labelledo. One

possible Bayesian Network for this model would be the graph given in Figure3.1.

! "#$%

! &'%&

(

Figure 3.1: An example of a Bayesian Network.

The assumption encoded in the Þgure is that ÒThe joint distribution of all

variables in the graph factorises as the product of the conditional probability of

each variable given its parents in the graph.Ó In this case, thegarea and gtype

variables have no parents, while theo variable has two parents:garea and gtype.

This means simply that,

p(garea , gtype, o) = p(garea )p(gtype)p(o|garea , gtype). (3.2)

From this one assumption, various independence relations may be found. For

example,garea and gtype are independent and this can be proved by summing over

o,

p(garea , gtype) =
%

o

p(garea , gtype, o)

=
%

o

p(garea )p(gtype)p(o|garea , gtype)

= p(garea )p(gtype)
%

o

p(o|garea , gtype)

= p(garea )p(gtype)

This same independence relation can be read o! the Bayesian Network by

noticing that there is no directed path between the variablesgarea and gtype. It

can be shown that in any network where there is no directed path between two

nodes, the corresponding random variables will be independent (assuming there
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are no observed variables). Bayesian Networks therefore provide an intuitive

way of checking whether two variables are independent. Many other conditional

independence relations can be found by simply checking paths in a Bayesian

Network. Further details on these relations can be found inBishop (2006, Ch. 8)

and Jensen(2001).

Figure 3.2gives a network representing the assumptions of the POMDP model.

Networks which repeat the same structure at each point in time, as in this ex-

ample, are known asDynamic Bayesian Networks (DBNs). The sections of the

network corresponding to a particular time are calledtime-slices. Decisions are

drawn in a rectangle to show that they are actions of the system rather than

random variables. Nodes in the graph are shaded to show that they are observed.

st

ot

st+1

ot+1

st+2

ot+2

at-1 at at+1É É

Figure 3.2: A portion of a Bayesian Network representing the POMDP model.

The usefulness of Bayesian networks for dialogue comes by allowing further

factorisations of the dialogue systemÕs environment state,st . When factorising

out components of the state, Bayesian network algorithms give e" cient methods

of updating the factor beliefs.

3.2 Bayesian Networks for dialogue state

In a dialogue system the environment state,st , is highly structured. The exact

structure of the Bayesian network used to describe the environment state will

depend on the application but there are various structural elements which can

often be reused.

One useful factorisation is to separate the environment state into three com-

ponents (Williams et al., 2005). The factors for the complete environment state
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are st = ( gt , ut , ht ), where gt is the long term goal of the user,ut is the true user

act and ht is the dialogue history1. The observed user utterance is conditionally

dependent only on the true user act.

In information seeking systems, further structuring is possible by separating

the state into concepts or slots2, c ! C. In a tourist information system, for

example, typical concepts might be the type of ÒfoodÓ or the ÒareaÓ. The state

is now factorised into sub-goals and sub-histories for each concept. These are

denotedg(c)
t and h(c)

t . The user actu will depend on the set of sub-goalsg(c)
t . The

sub-historiesh(c)
t will depend on the user-actu and the previous sub-historyh(c)

t# 1.

When the time dependence of these sub-nodes is insigniÞcant, the variables for

the current time step are denoted bygc and hc, while the variables for the next

time step are denotedg!
c and h!

c.

3.2.1 Goal Dependencies

In real dialogue systems, there will always be dependencies between the concepts

in the system. The sub-histories can often be assumed independent given the

user action but such an assumption will not always apply to the sub-goal nodes.

The dependencies of these nodes must be limited to enable tractability.

A useful method of limiting the dependencies is to add a validity node,v(c)
t ,

for each concept. This node has a deterministic dependency on its parent (or

parents) which decides whether the associated sub-goal is relevant to the overall

user goal or not. Validity nodes can only take two values - ÒApplicableÓ and ÒNot

ApplicableÓ. If a node is ÒNot ApplicableÓ then the associated user sub-goal is

forced to also be ÒNot ApplicableÓ. Otherwise the user sub-goal will depend on

its previous value with some probability of change. Figure3.3shows the resulting

network for a system with two concepts: type (of venue) and food. Note that

the user goal and user act are assumed to be conditionally independent of the

history.

1In Williams et al. (2005) the notation is slightly di ! erent with su = g, au = u and sd = h
2The term slot usually implies a concept which the user must specify a particular value for.

In the case of a Bayesian network the concept values might be inferred from other information
so the term concept will be preferred here.

35



3. MAINTAINING STATE

! "#$%

! &''(

'

)

* "#$% * &''(

!

*

!+"#$%

!+&''(

'+

)+

*+"#$% *+&''(

!+

*+

, &''( ,+&''(

- -+

Figure 3.3: An example factorisation for the Bayesian network representing part

of a tourist information dialogue system.vfood is the validity node for food. The

gtype node represents the type of venue being sought and is assumed to always be

relevant sovtype is omitted from the diagram.

Validity nodes provide a simple method of switching on relevant parts of the

network as the userÕs intention clariÞes during the dialogue. For example, when a

user asks about hotels in a tourist information system, the ÒfoodÓ concept would

not be applicable. The concept might, however, be relevant when talking about

restaurants in the same system. The food node would therefore be relevant if the

user is looking for a restaurant and irrelevant otherwise. If it becomes clear that

the user is looking for a restaurant, the validity of the food node increases and

that part of the network increases in probability.

3.2.2 The history nodes

The purpose of the history nodes is to store what has happened in the dialogue

for use by the dialogue policy. It is sometimes useful to further separate the

sub-history into what the user has requested or said they desire to know,d(c)
t ,

and the information grounding for each concept,#(c)
t . The desires variable,d(c)

t ,

will require only a few values, such asnothing said , requested and system

informed . This allows the system to record when the user asks for the value of
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a concept. The information grounding nodes,#(c)
t , store the last grounding state

for the concept value, which is selected fromnothing said , user informed ,

and user grounded .

3.2.3 Sub-components for the user act nodes

In the Bayesian network given in Figure3.3, the user act depends on a very large

number of variables. This can cause a large computational burden in updating

the systemÕs belief state. In certain situations it may be preferable to split the

user action into sub-components for each concept, similar to the split for the

user goals and user history. The concept-level user act is denoted byu(c) and

will be set to depend only on the user goal component for that concept. The

observation node is similarly decomposed into sub-components,o(c) , where each

observation component stores how the observation relates to the given concept.

Actions which do not apply to a speciÞc concepts, such asaffirm() or negate()

(representing ÒyesÓ and ÒnoÓ) will appear in all concept-level observations. The

result of using these assumptions changes the Bayesian network of Figure3.3 into

the network given in Figure3.4. An example conversion of the overall observation

into concept level actions is given in Table3.1.

Dialogue act Conf.

Overall Observation, inform(type=hotel, pricerange=expensive) 0.9

o: inform(type=hotel, pricerange=inexpensive) 0.1

Type Observation, otype: inform(type=hotel) 1.0

Pricerange Observation, pricerange=expensive 0.9

opricerange : pricerange=inexpensive 0.1

Table 3.1: Example split of overall observation into concept-level observations.

The use of concept-level user acts allows one to build reasonably complex user

action models. The independence between concepts allows the system designer

to use di! erent user action probabilities for each concept, which are then joined

together to obtain the probability of the overall user action. The disadvantage of
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Figure 3.4: The Bayesian network from Figure3.3 with user acts split into sub

components.

this approach is that the observation is completely factorised, which may reduce

performance. Chapter7 discusses an alternative system where the user act is not

separated into components.

3.2.4 Remaining nodes

Further nodes may be included in the network, and will be dependent on the

application. It is important to note that the nodes need not necessarily correspond

to the traditional idea of slots that are Þlled by the user with particularslot values

(which is why the termconceptis preferred here). They can represent any random

variable in the system1. The example systems built in this thesis do not use any

additional nodes.

1Indeed, Williams (2007a) has discussed a Bayesian network structure for the use of
POMDPs in troubleshooting tasks. Nodes in the resulting network include whether there is
Òno powerÓ or Òno networkÓ for an internet user. Various di! erent variables could be used in
other applications.
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Concept Size Values

type 4 restaurant, hotel , bar, amenity

food 10
N/A, dontcare, Chinese, English, French,

Indian, Italian, Russian, Þsh, snacks

stars 7 N/A, dontcare, 1, 2, 3, 4, 5

drink 6 N/A, dontcare, beer, cocktails, soft drinks, wine

price range 5 N/A, dontcare, cheap, expensive, moderate

area 7
dontcare, central, east, north,

riverside, south, west

music 8
N/A, dontcare, classical, ethnic, folk,

jazz, pop, rock

near 16 N/A, dontcare, 14 place names

method 4 byconstraints, byalternatives, byname, repeat, Þnished

name 48 N/A, 47 venue names

phone 0 -

address 0 -

comment 0 -

price 0 -

Table 3.2: Table of concepts in theTownInfo system.

3.3 TownInfo States: An example

The tourist information domain gives a suitable example of how the ideas dis-

cussed above can be used in practice. An example system, calledTownInfo , is

introduced here as an illustration. The task inTownInfo is to provide tourist

information about a Þctitious town.

The TownInfo system has 14 concepts with associated goal nodes and his-

tory nodes. Four of the concepts are used only as history nodes. This is to allow

for concepts which the user may ask about but cannot give as query constraints.

For example, it would be common for a user to ask ÒWhat is the phone num-

ber?Ó but inappropriate to say: ÒI am looking for a restaurant with phone number

678123Ó. The concepts and their associated values are given in Table3.2.
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Most of the concepts are self-explanatory but themethod concept may seem

unusual at Þrst glance. This concept enables the system to model di! erent types

of interaction with the system. Values for this concept distinguish between the

user asking for venues according to constraints, asking for alternatives, asking for

a venue by name and being Þnished with the dialogue.

All 14 of the concepts have associated history nodes as well as the goal nodes

discussed above. These are split into information grounding nodes and desire

nodes as discussed in Section3.2.2. The desire nodes apply to all 14 concepts

and model whether the user has requested the conceptÕs value for a particular

venue. The last-inform nodes apply only to the Þrst 10 concepts and store the

last value that was given as a constraint by the user. Figure3.5 gives the full

Bayesian network for one time-slice of the system. The two types of history node

are depicted together as the history nodes,h(c) = ( #(c) , d(c) ).

! "#$%

! &''(

' "#$%

)

* "#$% * &''(

!

*

+"#$%

! $,-.%,

* $,-.%,

! ),%)

* ),%)

! /"),/

* /"),/

! (,-01

* (,-01

! 2+/

* 2+/

! 0%),

* 0%),

! 2%"* ! 0)2%

* 2%"* * 0)2%
* $,-.%* .'2* $*'0 * )((,

+&''(

' &''(%

+/"),/

' /"),/

+(,-01

' (,-01

+$,-.%,

' $,-.%,

+),%)

' ),%)

+2+/

' 2+//

+0%),

' 0%),

+2%"*

' 2%"*

+/"),/

' /"),/

+0)2%

' 0)2%

+)((,

' )((,%

+$,-.%

' $,-.%

+.'2

' .'2

+$*'0

' $*'0

Figure 3.5: One time-slice of the Bayesian network for the Tourist Information

example system.

3.4 Factor graphs

Bayesian Networks provide a suitable formalism for analysing the independence

of variables in a spoken dialogue system. Once a suitable structure is found, the

important issue for the dialogue manager is to have an e" cient algorithm for up-

dating its beliefs. The algorithms that will be analysed here are better expressed
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3.4 Factor graphs

using a di! erent graphical representation called afactor graph(Kschischanget al.,

2001).

Factor graphs are undirected bipartite graphs, with two types of node. One

type represents random variables (drawn as a circle), while the other type rep-

resents factors (drawn as a small square). The assumption encoded within the

graph is that the joint distribution over all random variables can be written as a

product of factor functions, one for each factor node. These factors are a function

of only the random variables connected to the factor node in the graph.

Since a Bayesian network deÞnes a factorisation of the joint distribution into

conditional probability factors, there is a direct mapping from Bayesian networks

to factor graphs. Figure 3.6 is a factor graph representation of the POMDP

assumptions, previously depicted as a Bayesian network in Figure3.2. f (trans )
t

represents the environment stateÕs transition function, thusf (trans )
t (st , st+1 , at ) =

P(st+1 |st , at ). f (obs)
t represents the observation function,f (obs)

t (st , ot , at# 1) =

P(ot |st , at# 1).
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Figure 3.6: A portion of a factor graph representing the POMDP model.

The variables in a general factor graph will be denoted byX i , the variable

values byxi and the factors byf ! . When considering the variable values simul-

taneously, they are written as a vector,x = ( x1, . . . , xNi ).

Each factor will depend on only a subset of the random variables. In order to

simplify the notation, they can also be deÞned as functions over the whole set,

denotedf ! (x). This can be achieved by deÞning factor values as the factor value

of the original subset. The assumption of the factor graph is then simply that

the joint distribution factorises as:

p(x) %
&

!

f ! (x) (3.3)

41



3. MAINTAINING STATE

Note that with factor graphs any constant multiple can be ignored. All values

can be rescaled without a! ecting the structure of the network. If a proper distri-

bution is desired the factors may be rescaled to sum to 1 at any time. The next

section will show how factor graphs can be used to e" ciently compute certain

probabilities when variables in the network are observed.

3.5 Belief Propagation

When an observation is made, the system must update its beliefs in the environ-

ment state. The system then decides what action to take based on these beliefs.

In many cases, however, the decisions will use only a summary of the beliefs and

not the full joint probability distribution. In such situations, there is no need to

compute the full joint and the summary can be computed directly instead.

One aspect of the beliefs that is likely to be particularly useful to the system

is the marginal distributions. The marginal is deÞned as the belief distribution

over a single variable. It is computed by integrating or summing out all other

random variables from the joint distribution. For example, the marginalp(÷x1),

would be computed as,

p( ÷x1) =
'

p( ÷x1, x2, . . . , xNi )dx2, . . . , dxNi ,

=
%

x2,...,x N i

p( ÷x1, x2, . . . , xNi ),

=
%

x :x1= ÷x1

p(x).

The ÷xi notation is used here to denote that the value for variableX i is kept

Þxed while the other variablesÕ values are summed.

When the marginal distributions provide all the information required for dia-

logue management decisions this can save signiÞcantly on the computation time.

Unfortunately, even the marginal distribution is not generally tractable to com-

pute exactly. In order to enable tractability in the most general case, one must use

an approximate algorithm. The algorithm that will be discussed here is known
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3.5 Belief Propagation

as the Loopy Belief Propagation (LBP) or sum-product algorithm (Kschischang

et al., 2001; Pearl, 1986)1.

3.5.1 The approximation

The approach used in LBP is to take an independent approximation from each

factor, denoted öf ! (x), which factorises according to the variables in the graph,

öf ! (x) =
&

i

öf ! (xi ). (3.4)

The öf notation is used to denote that öf is an approximation off . Note that

this approximation uses a set of functions,öf ! (xi ). The index of the function

being used will be denoted by the variableÕs index, even thoughöf ! could denote

any member of this family. This is consistent with the standard notation for

marginals, for examplep(xi ) denoting a marginal ofp(x). The total number of

approximating functions which must be optimised isNi " N! , although it will

turn out that many of the functions can be assumed constant.

The overall approximation, denotedq(x), is deÞned as the product of the

factor-level approximations,

q(x) %
&

!

öf ! (x) (3.5)

%
&

!

&

i

öf ! (xi ). (3.6)

This factored approximation is chosen because it has very useful properties

for enabling tractability. In particular, the approximate marginals have a very

simple form. The approximate marginal for variable ÷xl is obtained by summing

1The algorithm is generally known as the sum-product algorithm when it is deÞned in terms
of factor graphs, and as Loopy Belief Propagation when deÞned in terms of Bayesian Networks.

43



3. MAINTAINING STATE

out other variables, and gives,

q(÷xl ) %
%

x :xl =÷xl

q(x1, . . . , xNi ), (3.7)

%
%

x :xl =÷xl

&

!

&

i

öf ! (xi ), (3.8)

%
&

!

öf ! (÷xl )
&

i $= l

%

xi

öf ! (xi ), (3.9)

%
&

!

öf ! (÷xl ). (3.10)

The last line follows because
(

xi
öf ! (xi ) is a constant for anyi .

If the öf ! (xi ) approximation functions are known, it is very simple to compute

the approximate marginal distribution. Since this marginal is exactly what is

desired from the algorithm, this is a very important feature.

3.5.2 The aim

The aim of the algorithm is to compute a good estimate of the marginal dis-

tribution. Ideally, one would therefore like to compute approximations so that

the approximate marginals,q(xi ), equal the true marginals,p(xi ), where p(x) =
)

! f ! (x). Although the exact computation is intractable, a reasonable alter-

native is to try to Þnd an approximation that matches each of the marginals

obtained from a single original factor with approximations for all of the other

factors. This means that for a given factor,÷$, q(x) will be optimised to match

the marginals of,

f ÷! (x)
&

! $= ÷!

öf ! (x). (3.11)

This optimisation will be done one factor at a time. Using Equation3.5, one

can separateq(x) into a product of the given approximating function, öf ÷! , and all

other factors:

q(x) % öf ÷! (x)
&

! $= ÷!

öf ! (x), (3.12)

% öf ÷! (x)q\ ÷! (x), (3.13)
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where q\ ÷! (x) is the the cavity distribution for factor ÷$. q\ ÷! (x) is deÞned as

the product of all approximate factors excluding÷$,

q\ ÷! (x) =
&

! $= ÷!

öf ! (x). (3.14)

The Ò\ Ó notation is used to denote the fact that all factors are includedexcept

for ÷$. One can now rephrase the aim in terms of the cavity distributions. The

aim of the LBP algorithm is to choose an approximation so that the marginals

of q÷! (x) equal the marginals ofp%
÷!
(x) where,

q÷! (x) % q\ ÷! (x) öf ÷! (x), (3.15)

p%
÷! (x) % q\ ÷! (x)f ÷! (x), (3.16)

for every factor ÷$. Note that q÷! (x) = q(x) for any ÷$. The ÷$ subscript is used to

make it obvious that the öf ÷! term is being optimised, whileöf ! is held constant for

$ &= ÷$.

Marginalised cavity distributions are deÞned as with all marginals by summing

out all other variables. Similar to Equation3.10, the cavity marginals can easily

be computed from the approximate marginals:

q\ ÷! (xl ) %
&

! $= ÷!

öf ! (xl ). (3.17)

3.5.3 The calculation

Matching the marginals for every÷$ at the same time is not usually possible. What

is done in practice is that the marginals are matched one factor at a time. An

overall algorithm will iterate between all the factors, updating them so that for

that one factor the marginals match the desired value. If this algorithm converges

then all the marginals will match correctly.

It is worthwhile to see how the update for an individual factor is performed.

Given approximations for all the other factors, the factor approximationöf ÷! (x)
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is updated by choosing values such thatq÷! (xl ) matches the marginals obtained

from the cavity distribution multiplied by the original factor:

q÷! (÷xl ) = öf ÷! ( ÷xl )q\ ÷! ( ÷xl ) %
%

x :xl = ÷xl

q\ ÷! (x)f ÷! (x) = p%
÷! (÷xl ),

Therefore,

öf ÷! ( ÷xl ) %
1

q\ ÷! (÷xl )

%

x :xl = ÷xl

q\ ÷! (x)f ÷! (x). (3.18)

Assuming that the given factor is a function of a reasonably small number

of variables, this computation can be done tractably. All sums overq\ ÷! (xi )

for variables that are not in the factor will be constants. The sum given in

Equation 3.18 can therefore be simpliÞed to include only the variables that are

in the factor. Consider a subset of the variables,xi 1 , xi 2 , . . . , xi m , such that

f ÷! (x) = f ÷! (xi 1 , xi 2 , . . . , xi m , xl ). Note that xl is included separately since that

is the variable whose marginal is being computed. Now

öf ÷! (÷xl ) %
1

q\ ÷! ( ÷xl )

%

x :xl = ÷xl

q\ ÷! (x)f ÷! (x), (3.19)

%
1

q\ ÷! (÷xl )

%

x :xl = ÷xl

&

i

q\ ÷! (xi )f ÷! (x), (3.20)

%
1

q\ ÷! (÷xl )

%

x :xl = ÷xl

&

i

q\ ÷! (xi )f ÷! (xi 1 , xi 2 , . . . , xi m , ÷xl ), (3.21)

%
%

xi 1 ,...,x i m

q\ ÷! (xi 1 ) . . . q\ ÷! (xi m )f ÷! (xi 1 , xi 2 , . . . , xi m , ÷xl ). (3.22)

Equation 3.22 follows because
(

xi
q\ ÷! (xi ) factors out as a constant wheneverxi

does not appear inf ÷! .

When the factor f ÷! does not depend on the variablexl , this entire sum will

end up as a constant.öf ÷! (xl ) can therefore be ignored in this case. For variables

that do appear in the given factor, the update for their marginal distribution

simply requires an iteration over combinations of values appearing in the factor.

This can be done tractably for many real-world factor graphs.
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3.5 Belief Propagation

Algorithm 1 Loopy Belief Propagation

initialize: Set all öf ! (xi ) and q\ ! equal to one.

repeat

Choose a factorf ÷! to update. Suppose this is connected to variables

X 1, X 2, . . . , X m.

First update the approximations, as follows:

for each variable,X i , connected to the factordo

Update öf ÷! according to Equation3.22.

end for

Now update the cavity distributions, as follows:

for each variable,X i , connected to the factordo

Update q\ ÷! (xi ) according to Equation3.17

end for

until convergence

3.5.4 The belief propagation algorithm

The above ideas can now be combined to form the Loopy Belief Propagation

algorithm, given in Algorithm 1. The algorithm continues until the approximate

distributions öf ! (xi ) no longer change signiÞcantly. The order of updates used in

the algorithm can be decided by the system designer, and the optimal order will

depend highly on the task.

In the special case when the factor graph has a tree structure then the up-

dates should follow a breadth Þrst search through the tree followed by the reverse

sequence of updates. After these two passes the algorithm will have converged.

In fact, this special case of the algorithm will compute the exact marginal distri-

butions and is not an approximation at all.

An alternative derivation of the algorithm can be obtained by grouping the

sums in the exact marginal computation. This approach is used inBishop (2006,

Ch. 8) and results in the standard Belief Propagation algorithm which applies

only to tree structured graphs. In this case the nomenclature is usually slightly

di! erent with the cavity distribution, q\ ÷! (xi ), called themessage from the variable

to the factor and the factor approximation, öf ! (xi ), called the message from the

factor to the variable. The update rule, however, is exactly the same and for this
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reason the Loopy Belief Propagation algorithm is usually considered an extension

of the algorithm to graphs with loops.

3.6 Comparison to previous work

It is worth comparing belief updating with Loopy Belief Propagation (LBP) to

alternative approaches. The past research which is closest to LBP is the work

of Bui et al. (2009), which assumes a completely independent factorization of

the goals and can therefore use the standard Belief Propagation algorithm to

obtain an exact update. A key idea in using Loopy Belief Propagation is that

one can run the dialogue manager with an approximate update instead of using

exact updates. This allows the system to extend to more complex dependencies

between the variables.

The Hidden Information State (HIS) approach suggested byYoung et al.

(2009) updates probabilities by partitioning the unfactorized state space into

groups of states which are indistinguishable given the observations. By assum-

ing that the userÕs goal never changes one can show that the probabilities for

all states in a given partition may be updated simultaneously. This reduces the

computation due to the number of values in each variable but does not exploit

conditional independence assumptions in the way that LBP does.Henderson &

Lemon (2008) provide an alternative update based on mixtures of MDP states,

which is shown to be essentially the same as the HIS update. The use of LBP

enables one to allow for probabilities that the user goal may change and reduce

computation times by exploiting conditional independence. Chapter4 will show

that a similar idea to partitioning can actually be used in conjunction with LBP,

thereby enabling systems with both a large number of variables and a large num-

ber of variable values.

Another alternative for belief updating is the use of particle Þlters (Williams,

2007b). The particle Þlter technique uses sampling to provide an approximate

update of the belief state. Williams (2007b) shows a reduction of around ten

times in computation time compared to exact updates, although the accuracy

and computation time of the update depends crucially on the number of samples
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used. Since it is di" cult to determine the best number of samples for a given

problem, a fair comparison with LBP is left for future work.

3.7 The loss of the Markov property

A system that uses the Loopy Belief Propagation algorithm to update its beliefs

must maintain all the cavity and factor approximations for all nodes in the net-

work. In the case of a Dynamic Bayesian Network like the POMDP the number

of nodes will grow with time. In order to update beliefs for the most recent

time-slice the approximations from all previous time-slices may be needed.

This issue may seem to contradict the Markov property which the POMDP

model is supposed to have. One of the key features of a POMDP is that the

beliefs for a given time-slice dependonly on the beliefs at the previous time-slice.

Why should one have to keep statistics from all previous time-slices?

The reason is that it is thejoint belief distribution that has the Markov prop-

erty. The Loopy Belief Propagation algorithm will only compute approximate

marginal distributions. If the variables in a network are highly connected then

observations from future time-slices may a! ect the computations of marginals of

previous time-slices which then a! ect the computation of marginals at the current

time-slice. Although LBP improves tractability, it is in general at the expense of

having to store statistics for the entire dialogue.

3.8 Limiting the time-slices

Recomputing the approximations for all the previous time-slices variables can

become prohibitive for lengthy dialogues. In many cases it may be necessary

to simplify the computation of marginals at time t by approximating the joint

distribution at time t # 1 by the product of the marginal distributions obtained

by Loopy Belief Propagation. This is clearly a signiÞcant assumption, but it is

one that has proven to work well.

The Boyen-Koller algorithm is an approach that does exactly this (Boyen &

Koller, 1998). Rather than maintaining the full joint distribution for the previous

time-slice, only the marginal approximation at timet # 1 is used. This is used
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to compute the exact marginal distributions of the current time slice, and these

marginals are stored for the next iteration. As shown inBoyen & Koller (1998),

the error from this approximation remains bounded over time.

In many cases it is not possible to compute the exact marginal distribution,

even for the case of only two time-slices.Murphy (2002) has suggested that in this

case it often su" cient to use Loopy Belief Propagation to compute an approximate

marginal distribution for time t before moving to the following time slice. The

resulting algorithm is called the Factored Frontier approach, and simply involves

Loopy Belief Propagation forgetting the previous time-slices.

Figure 3.7 shows a graphical representation of the approximation used during

the Boyen-Koller and the Factored Frontier algorithms. Both algorithms ignore

any dependencies between variables at timet # 1, as is shown by the lack of

edges in the Bayesian Network. The di! erence between the algorithms is that

the Boyen-Koller algorithm calculates the exact marginal distribution for timet

whereas the marginals computed by the Factored Frontier approach may not be

exact.

! "

! #

!$"

!$#

! % !$%

Time t-1 Time t

! "

! #

!$"

!$#

! % !$%

Time t-1 Time t

! & !$& ! & !$&

Original Network Approximation made by BK and FF

Figure 3.7: The approximation used in the Boyen-Koller and the Factored Fron-

tier algorithms for a simple example network.

Of course, the nodes at timet # 2, t # 3, etc do still contain useful information

and maintaining them will improve the estimated marginals (Murphy, 2002).

Depending on the accuracy required and available computation time, any number

of time-slices could be maintained with Loopy Belief Propagation being used to
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update the relevant marginal distributions. The exact number of time-slices can

be left to the system designer to decide depending on the problem at hand.

3.9 Conclusion

This chapter has discussed methods for modeling and updating the belief state

in a statistical spoken dialogue system. Bayesian networks provide an e! ective

method for structuring the state of a probabilistic spoken dialogue system while

Loopy Belief Propagation is an e" cient method for belief updating. LBP enables

tractability by exploiting conditional independence assumptions and by approxi-

mating the posterior marginal distributions instead of computing these distribu-

tions exactly. The next chapter will discuss how the algorithm can be further

optimised to reduce computation times in complex domains.
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CHAPTER 4

MAINTAINING STATE -

OPTIMISATIONS

Using the techniques of Chapter3 one can build a working spoken dialogue sys-

tem for some limited real-world situations. There are still, however, signiÞcant

computational di" culties when dealing with large state spaces. In particular, the

Loopy Belief Propagation algorithm does not scale well when individual nodes

have very large numbers of values. This chapter will discuss methods for improv-

ing the tractability of the standard algorithm.

The essential idea of these methods is that the values in a node will be joined

into groups which are all given the same belief. This will constitute an approxima-

tion of the true marginal but will result in signiÞcantly less computation because

the beliefs for a given group need only be calculated once.

Throughout this chapter, the focus will be on updating the approximation for

a given factor. For the sake of clarity, the notation denoting the factor under

consideration will be removed during this chapter. Hence the cavity distribution

is denotedq\ , the factor is f and the approximating function is öf . The majority

of Algorithm 1 will stay the same. There is still an iteration through factors and

cavity distributions will be computed as before. What changes is the computation

of the factor approximations.
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X2

Xm

X1

X3
É

Figure 4.1: A portion of a factor graph.

Figure 4.1 shows a portion of a factor graph as an example factor to be

updated. Only the variables connected to the factor are considered, since they are

the only ones which will have any e! ect (See Section3.5). The variables areX =

(X 1, X 2, . . . , X m), variable values arex = ( x1, x2, . . . , xm), factor approximations

are öf (xi ) and cavity distributions are q\ (xi ).

4.1 Expectation propagation

If the values are to be grouped together, it is not necessarily obvious how the

Loopy Belief Propagation algorithm should be altered to incorporate this. The

LBP algorithm was deÞned by matching marginal distributions between an ap-

proximation and a target. When the values are grouped together, which of the

marginals should be matched?

An alternative to simply matching marginals must be found to decide this

issue. In the more general situation of arbitrary approximations, one would like

to replace exact matching with minimizing a distance function. The distance to

be minimized will be between two probability distributions and as such it is called

a divergence measure.

An appropriate divergence measure is given by the Expectation Propagation

algorithm (EP) ( Minka, 2001a). The distance measure chosen in EP is the KL-

divergence, which is deÞned for two functionsp(x) and q(x) to be,

KL (p||q) =
'

x
p(x) log

p(x)
q(x)

dx. (4.1)

Note that the KL-divergence, as with many divergence-measures, is not the same

if the order of the functions is swapped (it is not symmetric).
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Using this measure, the appropriate value to minimize at each stage of the

updating algorithm would beKL (f (x)q\ (x)|| öf (x)q\ (x)). One can show that the

minimum of this measure while allowing arbitrary öf (x) is obtained by matching

the marginal distributions (This is proved in Appendix B). Expectation Propa-

gation is simply a generalisation of LBP to arbitrary approximations.

4.2 k-best belief propagation

4.2.1 The idea

A Þrst approximation that will be made is to store separateöf (xi ) values for

only ki di! erent values ofxi . The function values for all remainingxi will be

assumed to be equal. This allows for a type of beam-search to be done while still

maintaining probability mass for all remaining entities. Each variable may have

a di! erent length beam.

To formally analyse this, ki + 1 di ! erent sets are deÞned. The Þrstki sets

are singletons, storing theki di! erent values that are to be approximated exactly

while the Þnal set contains all other values, which will all be approximated with

the same value,

Zi, 1 = { xi, 1} ,

Zi, 2 = { xi, 2} ,

. . .

Zi,k i = { xi,k i } ,

Zi, 0 = { xi : xi &!
ki*

" =1

Zi, " } .

These sets,Zi, " , are disjoint and cover all possible values forxi . As such they

are calledpartitions and if the ki values are the most likely then this is called a

ki -best partitioning.

Many of the e" ciency improvements that will be discussed below apply to an

arbitrary partitioning of the space of values forxi . For this reason the equations

below will largely ignore the fact that many of theZi partitions are singleton

sets. Further details about arbitrary partitions are discussed in Section4.3.
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In the standard LBP algorithm, the approximation that was made was that
öf (x) =

)
i

öf (xi ). The extra approximation of storing only ki exact values means

that öf (xi ) = öf (xi ! ) wheneverxi , xi ! ! Zi, 0. To simplify notation, the öf and q

values are now deÞned in terms of the setsZi, " ,

öf (Zi, " ) = öf (xi ) for any xi ! Zi, " ,

q\ (Zi, " ) = q\ (xi ) for any xi ! Zi, " .

4.2.2 The new update equation

Using this approximation, one would hope that the standard update equation of

LBP (Equation 3.22 of Chapter 3) can be simpliÞed. The original equation is

reproduced below.
öf ( ÷xl ) %

%

x : ÷xl = x l

&

i $= l

q\ (xi )f (x). (4.2)

Equation 4.2 involves an iteration over all x values. This is unnecessary in

the case of the approximation being used here since theq functions are chosen

to be constant over theZi, 0 and can be factored out. Instead of iterating over

combinations of values one can iterate over combinations of the partition indices.

Looking at Equation 4.2 shows that in the summation, the index of the partition

for one variable will be Þxed, while one iterates over all combinations of the

partition indices for the other variables. Two new pieces of notation are deÞned to

handle this. They are the set of all vectors of partition indices (or combinations),

C, and the set of vectors of partition indices (or combinations) while keeping one

partition Þxed, Cl," :

C = { c = ( c1, c2, . . . , cm) : ci = 0, 1, . . . , ki for eachi } ,

Cl, " = { c ! C : cl = %} .

Given a vector of partition indices,c ! C, the q functions are constant and can

be factored out of the LBP update. What remains is the sum of factor values for

all x vectors that correspond to the given combination. To simplify the notation,

the set of x vectors and the sum of factor values are deÞned for each possible
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combination,

&c = { x : xi ! Zi,c i for every i } , (4.3)

f (c) =
%

x " #c

f (x). (4.4)

Using these deÞnitions, a new update equation for this approximated form of

LBP can be derived (proved formally in AppendixB):

öf (Zl, " ) %
1

|Zl |

%

c" Cl, !

&

i $= l

q\ (Zi, " )f (c). (4.5)

This result is very intuitive. Instead of matching marginals as would normally

be done with belief propagation, the added constraint of grouping values together

causes the algorithm to match the sum of the marginals for each partition. Sin-

gleton sets are treated as normal, while larger partitions are grouped together

with their mass distributed evenly between the values in the partition.

4.2.3 Reducing complexity

The use of Equation4.5 for updating belief can result in a signiÞcant reduction

in computational complexity. The summation is over combinations ofpartitions

instead of combinations of the variable values. Assuming ak-best partitioning for

each variable andm variables attached to the factor results inO(km) combinations

to sum over. Assuming each of them hasK possible values the standard LBP

algorithm would take O(NK m). Since k can be varied at will this can reduce

complexity signiÞcantly.

Unfortunately, there is a hidden caveat with this approach. The equation

makes use of factor values for the partitions and these are calculated by summing

over all the combinations of values. Thek-best values will not be known until

run-time so the factor sums for values not in thek-best cannot be computed o! -

line. Summing over the factor-values at run-time would return the computational

complexity back to the general LBP case. An alternative method for calculating

these factor values must be found if thek-best approach is to scale.

An approach that does scale is made possible by using a simple mathematical

trick, which makes use of the fact that most of the partitions are singleton sets.
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4. MAINTAINING STATE - OPTIMISATIONS

This is easiest to understand in the case of a factor with two connected variables,

although it applies for more general factors as well. Consider then a factorf ,

connected to two variablesA and B. Suppose thatkA -best andkB -best values

are to be used forA and B respectively. The variable values are enumerated

a1, a2, . . . , aNA and b1, b2, . . . , bNA , with the kA -best andkB -best enumerated Þrst.

Now factor totals may be deÞned as follows, with a ÒáÓ representing the fact that

all values are summed:

f (a,á) =
%

b

f (a, b), (4.6)

f (á, b) =
%

a

f (a, b), (4.7)

f (á, á) =
%

a,b

f (a, b). (4.8)

The factor values and sums are tabulated in Table4.1.

f (a1, b1) f (a1, b2) . . . f (a1, bNB ) f (a1, á)

f (a2, b1) f (a2, b2) . . . f (a2, bNB ) f (a2, á)

. . . . . . . . . . . . . . .

f (aNA , b1) f (aNA , b2) . . . f (aNA , bNB ) f (aNA , á)

f (á, b1) f (á, b2) . . . f (á, bNB ) f (á, á)

Table 4.1: A table of values for a factor with two connected variables.

Equation 4.4 deÞned the factor value for a vector of partition indices, where

i = 0, . . . , kA and j = 0, . . . , kB ,

f (
+

i
j

,
) =

%

x :x1" Z i ,x2" Z j

f (x).

Computing these factor sums for a given choice of partitions is now a trivial

matter of subtracting o! the k-best values from the total. There are four cases

to consider.
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4.2 k-best belief propagation

Given 1 ' i ' kA and 1 ' j ' kB then

f (
+

i
j

,
) = f (ai , bj ),

f (
+

i
0

,
) = f (ai , á) #

kB%

j ! =1

f (ai , bj ! ),

f (
+

0
l

,
) = f (á, bj ) #

kA%

i ! =1

f (ai ! , bj ),

f (
+

0
0

,
) = f (á, á) #

kA%

i ! =1

f (ai ! , á) #
kB%

j ! =1

f (á, bj ! ) +
kA%

i ! =1

kB%

j ! =1

f (ai ! , bj ! ).

The factor value for any combination of partitions can be calculated on-line

by using the above equations. A similar approach can be taken for factors with

more variables attached. Analysing these equations shows that the complexity of

this calculation is O(km).

Assuming ak-best approximation is used for each of them di! erent variables,

Equation 4.5 will take a total of only O(km) calculations, including the factor

calculations. This can dramatically reduce computational complexity.

4.2.4 Choosing the k-best

Equation 4.5, which gives thek-best belief update, assumes that thek values to

be updated are known. In an arbitrary problem it may not be obvious which

k values should be chosen and choosing a set ofk values that minimize the KL

divergence is not generally tractable. An alternative method must be found to

automatically choose whichk values to use.

In most cases, thek values that one would like to choose will be thek most

likely values (the k-best). Computing which values these are requires enumer-

ating all of them. An algorithm which allows for automatic selection of these

k values would temporarily calculate the approximation for all values as if there

was nok-best chosen. The most likelyk would then be chosen, and the remaining

values would be grouped together. This would require slightly more computa-

tion, O(Kk m# 1), but is still signiÞcantly more e" cient than the standard LBP

algorithm.
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The k values to be used may sometimes be determined by the application

without the necessity to iterate through all values. A spoken dialogue system,

for example, might automatically select all values spoken about in anN -best

list of speech recognition hypotheses. Values not mentioned will automatically

be included in the set of ÒremainingÓ values. In this case, there is therefore no

need to calculate whichk values are to be used unless some upper bound onk is

reached.

4.2.5 Related work

The idea ofk-best belief propagation is closely related to the sparse belief prop-

agation algorithm proposed inLasserreet al. (2007). The sparse BP algorithm

also approximates the approximating distributions usingk delta functions and

a uniform distribution for all remaining values. Thek-best algorithm described

here generalises sparse belief propagation in four key directions:

¥ Sparse BP is restricted to the max-product version of Belief Propagation,

which is used to compute the most likely conÞguration of states. Thek-best

algorithm computes marginals for all states.

¥ Computation time in the sparse BP algorithm is reduced by exploiting the

fact that a maximum is being taken. Section4.2.3 gives update equations

that reduce the computational complexity of the algorithm despite the sum-

mation requirement.

¥ Sparse BP applies only to factors with two connected variables. Thek-best

algorithm allows for factors with an arbitrary number of attached variables.

¥ The k-best algorithm is formulated as a special case of Expectation Propa-

gation. As such, Þxed points of the algorithm obey well-known properties,

minimizing a set of local KL-divergences.

4.3 Grouped belief propagation

The formulae that have been developed for thek-best belief propagation apply

to a more general class of problems. Equation4.5 gives the update for theq
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4.4 Mostly constant factors

function of each partition used. In thek-best algorithm, the partitions were all

singleton sets, except for one partition which stored all remaining values. In

fact, the equation applies to any partition of the variable values as is shown in

Appendix B.

The problem with applying Equation 4.5 more generally is that the factor

sums must still be computed. Extra assumptions must be made in order to

compute this e" ciently when arbitrary partitions are used. For example, if the

factor values in a partition are known to always be equal, then the sum of the

factor values is simply a multiple of the number of values in the partition with

the given probability

The update equations for the Hidden Information State model ofYoung et al.

(2009) could be considered a special case of this. The observation probabilities

in the HIS model are assumed constant for all values in a given partition. The

factor sums can therefore be computed e" ciently and the resulting updates are

the same as those given inYoung et al. (2009) 1.

This grouped LBP algorithm could have other applications in e" ciently up-

dating belief states. For the purposes of the spoken dialogue systems developed

here, thek-best approach will be su" cient so further generalisations are left for

future work.

4.4 Mostly constant factors

Sections4.2 and 4.3 have discussed two methods of simplifying the belief propa-

gation update. Both methods rely on factoring out constantq\ (xi ) approximation

distributions. An orthogonal approach to this is to factor out constantf factors.

Assuming a small number of di! erent values for the factor can potentially re-

duce computation times in much the same way as above. Such factors are called

mostly constant factors(Siddiqi & Moore, 2005). The decreases in complexity

using these approaches can be joined with the reductions from grouped LBP re-

sulting in even further increases in speed if required. They will be presented here

without the complications of grouped LBP for the sake of simplicity.

1Note that the HIS model does allow for some extra features, such as prior information
when partitions are split
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The special case which will be considered is a factor connected to two discrete

random variables. Instead of approximating the approximating function,q, with

a k-best approach, one can consider approximating the factor values,f , with

a k-best approximation. E" cient updates have been developed for this idea in

the case of Hidden Markov Models bySiddiqi & Moore (2005). This subsection

extends that work by making the obvious generalisation to two-variable factors

in arbitrary factor graphs.

Consider then two random variables,A, and B, connected by a factor,f (a, b).

Sincef is a function of two variables it can be represented as a matrix, with entries

denoted byf i,j = f (ai , bj ), where i = 1, . . . , NA and j = 1, . . . , NB . The key idea

of the proposed algorithm is to approximate each row byk distinct values along

with a constant value for remaining cases. The set of columns which give non-

constant factor values for rowi is denotedNCi while the constant value for the

row is ci . The non-constant factor values for columnj are denotedNCCj . An

example 4" 5 matrix is given below, with NC1 = { 1, 3} .

-

.

.
/

f1,1 c1 f1,3 c1 c1

c2 f2,2 f2,3 c2 c2

c3 f3,2 c3 f3,4 c3

f4,1 c4 c4 c4 f4,5

0

1
1
2 . (4.9)

Under the assumption of onlyk non-constant factor values, the update for

the approximation functions öf (ai ) becomes,

öf (ai ) %
%

bj

q\ (bj )f (ai , bj ), (4.10)

%
%

j $"NC i

q\ (bj )ci +
%

j " NC i

q\ (bj )f i,j , (4.11)

% ci

%

j

q\ (bj ) +
%

j " NC i

q\ (bj )( f i,j # ci ). (4.12)

Since
(

j q\ (bj ) can be computed once for all the updates the above computation

requires onlyO(kNA ) calculations. Similarly, the update for öf (bj ) is:

öf (bj ) %
%

i

q\ (bi )ci +
%

i " NCC j

q\ (ai )( f i,j # ci ). (4.13)
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Individual updates for this case could have a varying number of calculations but

the averagenumber perbj will be k + 1. Note that
(

i q\ (bi )ci can be calculated

once and used for all the updates. The complexity of the update for allbj is

thereforeO(kNB ).

The loopy belief propagation algorithm can run as before, using the above

updates instead of the usual updates foröf . The complexity of this update will

be O(k " max(NA , NB )), which will often be orders of magnitude more e" cient

than the original algorithm.

A particularly useful example of this is the case when one can assume a

constant probability of change in a particular concept value. For example, one

might assume that if the user changes the type of venue they are looking for in a

tourist information system, the probability for di! erent alternatives is constant.

This corresponds to a value ofk = 1 in the above equations. Higher values ofk

can be used to model highly likely changes with remaining options all assigned

the same probability.

4.5 Experimental comparison of inference algo-

rithms

An experimental evaluation of the e" ciency improvements due to the above sim-

pliÞcations was performed by testing computation times on two simple Hidden

Markov Models1. All computations use the factored-frontier algorithm discussed

in Chapter 3 with only the current and previous time-slices for updates. Since

the models analysed all have a tree structure for the single time-slice network,

this is equivalent to the Boyen-Koller algorithm in this special case. A detailed

description of the models is given in AppendixC.

Four optimisations are compared:

¥ The standard LBP algorithm (lbp).

1All experiments were performed on an Intel Core 2 Quad CPU, 2.4GHz processor with
4GB of RAM.
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¥ The LBP algorithm assuming a constant probability of change (cnst). This

gives a mostly constant factor as explained in Section4.4.

¥ The LBP algorithm using a k-best approach to group values (grp).

¥ The LBP algorithm assuming a constant probability of change and grouping

values with the k-best approach (cnst-grp).

In computations with a k-best optimisation, the k is chosen so that messages

match their true values exactly. This is possible in the case discussed here because

of the simple structure, and is used in the comparison because a similar situation

is found in spoken dialogue systems. In a spoken dialogue system the concept-

level goals need only be included in thek-best when something has been said

about them.

The Þrst experiment used a model with a single concept and the results are

given in Figure4.2. The computation times clearly follow the trends suggested by

theory. As the number of values increases, the computation time of the standard

algorithm increases with the square of the number of values. Assuming a constant

probability of change reduces the computation time to a linear increase. Grouping

values dramatically improves performance time as so few partitions are required

that there is little computation to be done.

Figure 4.3 shows an evaluation of the proposed algorithms on models with

more dependencies. In this Þgure, a tree structure of depth 2 and varying branch-

ing factors is used to represent the hidden goal. This gives an abstraction of the

hierarchical dependencies often present in dialogue systems. Higher-level node

values in this network can be grouped only rarely since there are too many other

nodes which depend on them. In the experiments all higher-level nodes are fully

expanded and nok-best optimisation is used. One can see how this results in the

assumption of a constant probability of goal changes being more e! ective than

grouping. Grouping does, however, still improve performance.

These results show how the two techniques of grouping and assuming constant

changes work together to improve e" ciency. Grouping reduces the computation

due to large numbers of values for a particular node. Assuming constant changes

in the goal helps to reduce the computation required when the values cannot be

separated into groups.
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Figure 4.2: Computation times of various algorithms for the marginal distribu-

tion after 10 time-slices in a Bayesian network with 1 node. Further details of the

network are given in AppendixC. 500 samples were drawn from the network and

the mean calculation time is plotted. The two algorithms using grouping take a

maximum computation time of 0.04s and are therefore indistinguishable on the

graph. The standard errors of all estimates are below 0.01s.

4.6 Conclusion

This chapter has shown how computation times of the Loopy Belief Propagation

algorithm can be reduced by making two key simpliÞcations. The Þrst is to

compute updates for only ak-best list of the available values, with all remaining

values grouped together. This was shown to reduce computation times from

O(N m) to O(km) where N is the number of variable values andm is the number

of variables connected to the factor. The second simpliÞcation assumes that most

of the probabilities in the factor are constant, thereby reducing computation times

by a factor ofN (or k when used in conjunction with thek-best approach). Using
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Figure 4.3: Computation times of various algorithms for 10 time-slices of a

Bayesian network. The network has a tree structure of depth 2 with varying

branching factors. Further details of the network are given in AppendixC. 500

samples from each network were drawn and the mean calculation times are plot-

ted. The standard errors of all estimates are below 0.7s. The standard errors for

estimates of thecnst and cnst-grp algorithms are below 0.07s.

these optimisations one can update the belief state for a POMDP-based dialogue

system in real-time. However, in order to build a full system, one also requires a

policy. Policy optimisation is the topic of the next chapter.
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CHAPTER 5

POLICY DESIGN

Once a suitable deÞnition of the systemÕs belief state is found, the system designer

must deÞne how actions are to be taken. The policy, denoted by! , is the com-

ponent which decides the action. Section2.3 gave a brief overview of established

techniques for hand-crafting these decisions. This chapter will discuss algorithms

that can be used to automate the decision making process.

Section 5.1 starts the chapter with a brief introduction to policy learning

theory. The use of learning in spoken dialogue requires approximations to be

made to reduce the e! ect of large action sets and large state spaces. These

are provided through the use of summary actions, discussed in Section5.2, and

function approximations, discussed in Section5.4. Example summary actions and

function approximations for theTownInfo domain are provided in Sections5.3

and 5.5.

Once suitable approximations are found, standard algorithms can be used for

the policy optimisation. Section5.6 gives details of one learning algorithm called

Natural Actor Critic. Training the dialogue system with human users can be

problematic so the use of simulation is discussed in Section5.7. An example

application of learning for theTownInfo system is presented in Section5.8
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5.1 Policy learning theory

The key feature of systems that use reinforcement learning to optimise the policy

is the reward function, r (b, a). This function deÞnes the reward obtained by

taking action a when the system is in belief stateb. As discussed in Chapter2, a

suitable aim for the system is to choose actions that maximise the expected total

reward in a dialogue,

E(R) = E(
T%

t=1

r (bt , at )) . (5.1)

This expected value is very di" cult to compute without extra assumptions

about the environment. The standard assumption, which will be used throughout

this thesis, is that the belief state transitions are Markov and depend only on the

previous value ofb. The belief state b may be continuous1 and p(b!|b, a) then

denotes a probability density function. Policies, denoted! , are stochastic and

deÞne the probability of taking actiona in state b. Under the Markov assumption,

the expected future reward,V $, when starting in a stateb and following policy

! can be deÞned recursively as

V $(b) =
%

a

! (b, a)r (b, a) +
%

a

'

b!
! (b, a)p(b!|b, a)V $(b!). (5.2)

Several other quantities are useful when working with MDPs. The Q-function,

Q$(b, a), is the expected future reward obtained by starting with a particular

action and then following the policy. The advantage function,A$(b, a), is the

di! erence between the Q-function and the value function,V $. The occupancy

frequency,d$(b), gives the expected number of times each state is visited2. These

three quantities are given by the following equations:

Q$(b, a) = r (b, a) +
'

b!
p(b!|b, a)V $(b!) (5.3)

A$(b, a) = Q$(b, a) # V $(b) (5.4)

d$(b) =
&%

t=0

p(bt = b) (5.5)

1in the partially observable caseb will be a probability distribution
2This is known to be Þnite because the system is episodic.
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Note that since p(bt = b) denotes a probability density,d$(b) is well deÞned

and is itself a form of density function. Using these functions, the task of policy

optimisation becomes one of choosing a policy! that maximises V $(b0), where

b0 is the start state. Before providing an algorithm that can be used to do this

optimisation, some simpliÞcations that apply to dialogue will be introduced.

5.2 Summary actions

In a dialogue system there are many cases when it is obvious to a system de-

signer that one action is better than another. For example, it always makes

more sense to conÞrm the most likely value for a concept rather than any other

value. In the TownInfo system for example, if the probability that the user

wants Òfood=ChineseÓ is greater than Òfood=IndianÓ, it would not make sense

to attempt to conÞrm Òfood=IndianÓ.

Summary actions exploit this idea to reduce the size of the action set used

during policy learning. Along with the original machine action set,÷A, a set of

summary actions,A, is deÞned. Note thatA is used here as the summary action

set rather than the original set, as in Section2.1.3, because it is the set of actions

used for learning. Each summary action,a, is deÞned by the system designer

and represents a subset of÷A. Given a summary action,a, and belief state,b,

a mapping back to the original action set,F (a, b), is deÞned. In the example,

ÒconÞrm foodÓ action would be the associated summary act and given a belief

state, the corresponding machine act in÷A would be to conÞrm the most likely

food type.

A new system can be deÞned using this summarised action set. The belief

states are exactly as before but the actions are restricted toA. Given a sum-

mary action and belief state,a and b, the system simply takes the corresponding

original action, F (a, b). Rewards and transitions are deÞned as before using this

corresponding action. The system is still an MDP, but the action set is reduced.

This process of using summary actions allows the system designer to encode

expert knowledge to allow learning to proceed more quickly. The optimal policy

for this summarised version of the MDP will be close to the optimal policy for

the full MDP provided that the inverse mapping,F , is reasonably accurate.
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The use of summary actions is based on the summary POMDP idea proposed

by Williams & Young (2005). The di! erence is that the summary POMDP factors

both the state and actions according to a set of concepts. This necessitates a

calculation of the state dynamics at a concept level and makes learning between

actions that a! ect di! erent concepts impossible. Also, the changed dynamics

of the summary POMDP require special learning algorithms. In contrast, the

approach here does not change the state, makes no change to the state dynamics

and preserves the properties of a standard MDP so no special techniques are

required.

5.3 TownInfo summary acts: An example

As an example of the use of summary acts, consider theTownInfo System

introduced in Section3.3. This system provides information about restaurants,

hotels and bars to tourists. The nodes in the systemÕs Bayesian network store

the probabilities of user goals, requests and dialogue histories for each concept.

Three summary actions are deÞned for each concept in the system:request ,

select and confirm . The request action will request the value of the variable

from the user, theselect action asks the user to select between the two most

likely values for the variable and theconfirm action asks the user to conÞrm

the most likely value of the variable. Note that these actions are all summary

actions as deÞned in Section5.2 since the exact prompt played to the user will

depend on the belief state.

Along with the three information seeking questions available for each concept,

the system also has a singleinform summary action available to it. This provides

the user with information about venues matching the given constraints. The

information given depends on six key features:

¥ The marginal probability that the ÒmethodÓ node value is ÒbynameÓ, de-

noted ByNameProb . This represents the probability that the user wants

a venue with a speciÞc name.
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¥ The marginal probability that the ÒmethodÓ node value is ÒbyalternativesÓ,

denotedByAltProb . This represents the probability that the user wants

a list of alternative venues.

¥ The value of the ÒnameÓ node with the highest probability, denotedML-

Name. When the user wants a speciÞc venue, this value will be the name

of the venue that is desired.

¥ The list of venue match probabilities. This is computed for each entry in the

database by iterating through the concepts and observing the probability

that the userÕs constraint matches the venueÕs value for that concept. These

probabilities are all multiplied together to give the venue match probability.

The resulting list is denoted byVenueProbabilityList .

¥ The list of high probability concept values,HighProbabilityConcept-

Values . The system iterates through all concepts and includes any concept

value which has a probability greater than 0.5.

¥ The number of venues which have all of the concept-values given by the

HighProbabilityConceptValues list. This is denotedNumAllMatch-

ingVenues .

The exact venue which will be informed about will depend on the above

features and is determined according to Algorithm2. The choice of which concept

values to talk about for a given venue is determined by assigning priorities to

each possible piece of information. VenueÕs attribute values that have a high

probability of not matching the userÕs constraints have the highest priority of

being included. The next highest priority is given to values which have been

requested by the user, followed by values where the concept value is ungrounded

(as determined by the information grounding node).

Given the request , select and confirm act deÞned for each concept and

the singleinform act deÞned above, the total number of summary actions avail-

able to the system will be 3 times the number of concepts plus 1. In the case of

the TownInfo system, which allows the user to give constraints on 9 concepts,

the number of summary actions is 28. Note that theVenueProbabilityList
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Algorithm 2 The inform summary action
if ByNameProb > 0.5 and MLName &= ÒN/AÓ then

Give the user information about the venueMLName .

else if ByAltProb > 0.5 then

Give the user information about an alternative venue. TheVenueProba-

bilityList is checked and the system informs the user about the venue in

the list with the highest probability, that has also not been mentioned by

the system before.

else if NumAllMatchingVenue = 0 then

Inform the user that there is no venue matching all the constraints given by

HighProbabilityConceptValues .

else

Inform the user about the venue with the highest probability in

VenueProbabilityList .

end if

is highly ine" cient to compute. Chapter7 will discuss an alternative set of sum-

mary actions which does not require this computation.

5.4 Function approximations for dialogue man-

agement

On their own, summary actions do not provide enough reduction in complexity

to perform e! ective policy learning. Since the belief state space is continuous,

the dialogue systems can always reach a belief state that has never been observed

before. Function approximation must be used to generalise past experiences to

new belief states. The standard approach is to use a linear function approximation

for either the value function,V , the Q function or the policy, ! . In all cases, the

approximation is parameterised by a vector,! , where the entries of! are called

the policy parameters.

Along with the parameters, the function approximation is deÞned via a set of

summaryfeatures. These are values computed from the belief state as a summary

of the important characteristics needed for decision making and compiled into a
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vector, " (b). Features can include arbitrary functions of the full belief state, such

as the entropy of a concept or the most likely probability for a concept. Given the

policy parameters,! , the use of summary features for approximating the value

function would give V(b,! ) ( ! á" (b).

When a function approximation of either theQ function or the policy, ! ,

is used, then the approximate value must depend on the action as well as the

belief state. Given a set of features, di! erent parameters will be used in the

approximation, depending on which action is taken. If the policy parameters for

action a are denoted by! a then the approximation for the Q function would be:

Q(a, b,! ) ( ! a á" (b). (5.6)

More generally, it may be desirable to tie some of the parameters from di! erent

actions together. This is achieved through the use ofbasis functions, " a(b). The

basis function acts much the same as the feature function, except that the vectors

are di! erent for di! erent actions. The approximation is again obtained via a dot

product, as for example inQ(b, a,! ) ( ! á" a(b). When the policy is optimised

directly, a soft-max function is commonly used:

! (a|b,! ) =
e! á" a (b)

(
a! e! á" a! (b)

. (5.7)

Even though the basis functions for di! erent actions can be deÞned completely

independently, it is simpler to deÞne a set of summary features Þrst and then

select from the chosen features when the basis functions are deÞned1. The basis

functions then simply select from the features and place the values so as to be

multiplied with an appropriate parameter. Parameter tying is achieved by placing

the same feature in the same position in the vector for di! erent actions.

The exact features used in a given system will depend on the application.

When the system is represented as a Bayesian network, there are a few struc-

tures which can often be reused. The belief state in the system is a probability

distribution over all possible states. Instead of considering the belief state as a

full probability distribution, only a vector of the marginal distributions is used

1This approach is no less general than deÞning arbitrary basis functions, since the set of
features can always be deÞned to include any value that is desired in a particular basis function.
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5. POLICY DESIGN

for each variable in the network. Given variables indexed byi = 1, . . . , Ni , the

marginals are denotedbi , and the overall belief state is simpliÞed to a vector

b = ( b1, . . . , bNi )
' . One can then separate the summary features intocompo-

nents for each concept, denoted' c(b). Information that depends on the entire

belief state is included in an extra function denoted' %(b). The complete summary

function is then ' (b) = ( ' 1(b), . . . , ' N i (b), ' %(b)) ' .

5.5 TownInfo function approximations: An ex-

ample

5.5.1 Grid-based features with no parameter tying

The features that will be used for theTownInfo example system are based on

a grid-based approximation. For each concept, the probabilities of the two most

likely values are formed into a tuple, (p1, p2). A collection of six grid points is de-

Þned: { (1, 0), (0.8, 0), (0.8, 0.2), (0.6, 0.0), (0.6, 0.2), (0.6, 0.4)} , numbered 1, . . . , 6.

Grid-based features, denotedyc,l , are then deÞned for the valuesl = 0, . . . , 6:

yc,l =
3

1 if p1 ) 0.4 and l is the index of the closest point in the set
0 otherwise

(5.8)

yc,0 =
3

1 if p1 < 0.4
0 otherwise

. (5.9)

Along with these concept-level features a collection of extra features are also

included to give information about the number of matching venues. This number

of matching venues is calculated using theVenueProbabilityList and Nu-

mAllMatchingVenues features discussed in Section5.3, and will be denoted

by nvenues. First the system checks theNumAllMatchingVenues feature. If

this is zero thennvenues is set to 0, since this feature is based on the concepts with

probability greater than 0.5. If NumAllMatchingVenues is nonzero then the

system checks the probabilities of the four most likely venues in theVenueProb-

abilityList . If the probability of the most likely is greater than 10 times the

second most likely thennvenues is set to 1. If the probability of the most likely
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5.5 TownInfo function approximations: An example

venue is greater than 10 times the fourth most likely thennvenues is set to 2. In

all other casesnvenues is set to 3.1

The e! ect of the above features on the policy is determined by the parameters

that are multiplied with them. A parameter, ( a,c,l , is associated with each sum-

mary action a, conceptc and concept-level featurel ! { 0, . . . , (Nl # 1)} , where

Nl = 7. Parameters are also deÞned for the extra-features,( a,%,j for j ! { 0, 1, 2, 3} .

The " vectors are then deÞned in such a way that:

! á" a(b) =
%

c

Nl # 1%

l=0

( a,c,l " yc,l + ( a,%,nvenues " 1 (5.10)

To obtain this approximation, the ' function will contain the yi,j at a location

dependent ona, a few 1 values to handle the( a,%,j , and zeroes in all locations.

The number of entries for each summary action will beNf = 7Nc +4, where Nc is

the number of concepts. Assuming the concepts are numbered 0, 1, . . . , (Nc # 1)

and the actions are numbered 0, 1, . . . , (Na # 1), a suitable deÞnition for' is to

set the kth value in the ' a vector to:

{ ' a(b)} k =

4
5

6

yc,l if k = aNf + 7Nc + l, wherel ! { 0, . . . , 6}
1 if k = aNf + 7Nc + nvenues

0 otherwise
. (5.11)

5.5.2 Grid-based features with parameter tying

The number of parameters can become a potential problem with the method

discussed above. For every action, concept and associated feature there is a

di! erent parameter. In the example of the Tourist Information System this results

in a total of 2072 di! erent parameters2. The algorithm that will be used for policy

learning, discussed in Section5.6, uses the inverse of a matrix with cardinality

equal to the number of parameters. This can become di" cult to implement with

such a large number of parameters. The large number may also cause the system

to ÒoverÞtÓ and not generalise to new situations.

1Note that this approach to deciding the number of matching venues is ine" cient when the
database is large. An alternative approach is discussed in Chapter7

2The TownInfo system hasNa = 28, Nc = 10, The total number of parameters would
therefore be 28" (7 " 10 + 4)
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5. POLICY DESIGN

The problem associated with the increasing number of parameters can be

alleviated by tying some of the parameters together. The e! ect of request ,

select and confirm actions will depend largely on the features for the concept

on which the action applies. Policy learning could beneÞt if the parameters which

model the e! ects of features relating to other concepts are tied together.

Even if parameter tying is used only for these three types of actions, the

number of parameters reduces dramatically. For each such action,a, denote the

related concept by ÷c. For example, the related concept forrequest food would

be ÷c = food . Parameters( a,÷c,k are deÞned as before, but parameters for the

e! ect of other concepts are grouped together in a set of( other ,c,k parameters.

Similarly, the e! ect of the number of venues on all requesting, selecting and

conÞrming actions. The function approximation in the case ofrequest , select

and confirm summary acts is then:

! á" a(b) =
Nl # 1%

l=0

( a,÷c,l " y÷c,l +
%

c$=÷c

N l # 1%

l=0

( other ,c,l " yc,l + ( other ,%,nvenues " 1 (5.12)

The ' function are deÞned as before with 0 values in locations that are not

relevant for the given action. The total number of parameters in this case is now

330 1.

5.6 Natural Actor Critic

Once the policy has been parameterised using a suitable structure, the system

must learn the parameters that optimise the expected future reward. There are

various methods for doing this but one that has worked well in the framework

presented here is the Natural Actor Critic (NAC) algorithm (Peterset al., 2005),

which performs policy optimisation using a modiÞed form of gradient descent.

An advantage of using gradient descent on a stochastic policy is that the

changes in the policy are gradual and continuous. Alternative algorithms such as

1The number of parameters for theinform summary act is unchanged at 74. The number
of other parameters is 7" 9 + 4 = 67. The number of remaining parameters for the request ,
select and confirm summary acts is 27" 7 = 189. The total is therefore 330.
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5.6 Natural Actor Critic

Temporal Di! erence learning (Sutton & Barto , 1998) and Least Squares Temporal

Di! erence learning (Bradtke & Barto , 1996) estimate the Q or value function

directly. A small change in these functions can result in a very large change in

the policy. This results in large ßuctuations in the policy performance during

learning and can result in sub-optimal policies being learnt. Initial attempts to

use these alternative algorithms did exhibit these di" culties during learning so

only the Natural Actor Critic gradient-descent based algorithm is discussed here

in detail.

Traditional gradient descent iteratively subtracts a multiple of the gradient

to the parameters being estimated. This is not necessarily the most e! ective

gradient to use because the Euclidean metric may not be appropriate as a measure

of distance. In general, the parameter space is described as a Riemann space, and

a metric tensor,G! , can be deÞned such that for small changes in the parameters

! , the distance is|d! |2 = d! ' G! d! . The traditional Euclidean distance is then

given by a metric tensor equal to the identity matrix. In optimising an arbitrary

loss function, L(! ), Amari (1998) shows that for a general Riemann space the

direction of steepest descent is in factG# 1
! ! ! L (! ). This gradient is known as

the natural gradient to contrast it with the vanilla gradient traditionally used.

The optimal metric tensor to use in a statistical model is typically the Fisher

Information Matrix which has been shown to give distances that are invari-

ant to the scale of the parameters (Amari, 1998). Given a probability dis-

tribution p(x|! ), the Fisher Information is the matrix G! such that (G! )ij =

E( %log p(x|! )
%&i

%log p(x|! )
%&j

). Peterset al. (2005) shows that the Fisher Information ma-

trix for an MDP model is:

G! =
'

B
d$(b)

'

A
! (a|b,! )! ! log! (a|b,! )! ! log! (a|b,! )' da db. (5.13)

The direction of steepest descent is the inverse of this matrix multiplied by

the traditional vanilla gradient. The vanilla gradient for an MDP is given by the

Policy Gradient Theorem ofSutton et al. (2000):

! ! V (b0, ! ) =
'

B
d$(b)

'

A
A$(b, a)! (a|b,! )! ! log! (a|b,! ) da db. (5.14)
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Equation 5.14depends crucially on two quantities which are di" cult to com-

pute: the advantage function, deÞned in Equation5.4, and the occupancy fre-

quency1, d$(b) =
( &

t=0 P(bt = b). The process of integrating over the occupancy

frequency may be approximated with sampling techniques as is shown in Section

5.6.1. At the same time, the advantage function is replaced by a compatible

approximation. The resulting equations for the natural gradient then simplify

dramatically since the Fisher Information matrix cancels. More speciÞcally,Pe-

ters et al. (2005) shows that if an approximate advantage function,öAw (b, m) is

chosen such that:

öAw (b, a) = ! ! log! (a|b,! ) áw, (5.15)

wherew minimises the average squared approximation error, i.e.

)
) w

'

B
d$(b)

'

A
! (a|b,! )(A$(b, m) # öAw (b, a))2 da db= 0, (5.16)

then the required natural gradient is given by

G# 1
! ! ! V (b0, ! ) = w. (5.17)

This gradient can be used to develop an algorithm with relatively strong con-

vergence properties. The system iterates between evaluating the policy and im-

proving it. The evaluation, called thecritic step, must estimate the approximate

advantage function. Once a suitable function is estimated anactor improvement

is made by changing the parameters by a multiple of the natural gradient. The

algorithm, called the Natural Actor Critic (NAC), is sure to converge to a local

maximum of the value function as long as Equation5.16is satisÞed at every step

and certain minor conditions are met.

5.6.1 Sampling methods

Equation 5.16 requires a minimisation which does not generally have an ana-

lytical solution. As a result, the NAC algorithm uses sampling toestimate the

1The occupancy frequency is also sometimes called thestate distribution(Peterset al., 2005).
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gradient. Assuming that the dialogues are numberedn = 1 . . . N and the turns

are numbered 0, . . . , Tn # 1, the equivalent sampled equation to minimize is:

N%

n=1

Tn # 1%

t=0

|A(bn,t , an,t ) # öAw (bn,t , an,t )|2. (5.18)

Since the system does not actually have estimates for the true advantage

function, A(b, m), the rewards in a dialogue must be grouped together in order to

obtain suitable estimates. The sum of the rewards gives an unbiased estimate of

the sum of the advantages and the initial value function. The resulting equation

is as follows:

Tn # 1%

t=0

A(bn,t , an,t ) + V $(b0, ! ) (
Tn # 1%

t=0

r (bn,t , an,t ). (5.19)

The task of solving for a suitable approximation is now changed from minimis-

ing Equation 5.18 to minimising the average error per dialogue. IfJ represents

an estimate for the value function of the start state then the error is:

N%

n=1

7
7
7
7
7

Tn # 1%

t=0

A(bn,t , an,t ) #
Tn # 1%

t=0

öAw (bn,t , an,t )

7
7
7
7
7

2

(5.20)

=
N%

n=1

7
7
7
7
7

Tn # 1%

t=0

r (bn,t , an,t ) # (
Tn # 1%

t=0

! ! log! (an,t |bn,t , ! )) áw # J

7
7
7
7
7

2

. (5.21)

This is a simple least squares regression problem and can be solved using

standard techniques. When the policy parameters are changed in an actor im-

provement step, the previous dialogues no longer give valid estimates for the

approximation. In order to reduce this e! ect, previous dialogues are successively

deweighted. Algorithm 3 gives a complete implementation of episodic NAC.

5.7 Simulation

The NAC algorithm with appropriate function approximations allows dialogue

policies to be automatically optimised. The system can simply be left to interact

with users and will eventually Þnd an optimal policy. In practice, the number of
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Algorithm 3 Episodic Natural Actor Critic
for each dialogue,n do

Execute the dialogue according to the current policy! .

Obtain the sequence of states,bn,t , and machine actions,an,t .

Compute statistics for the dialogue:

# n =

8
Tn%

t=0

! ! log! (an,t |bn,t , ! )' , 1

9'

,

Rn =
Tn%

t=0

r (bn,t , an,t ).

Critic Evaluation : Choosew to minimize
(

n(# '
n w # Rn)2.

Actor-Update : If w has converged:

Update the policy parameters:! n+1 = ! n + w0, wherew' = [ w '
0 , J ].

Deweight all previous dialogues:Ri * * Ri , # i * * # i for all i ' n.

end for

dialogues required to Þnd a usable policy is very large, which makes optimisation

with human users prohibitive. Simulation provides a solution to this problem.

If a suitable simulator of the environment of the dialogue system can be built

then the systemÕs policy can be optimised by interacting with the simulator in-

stead of with human users. Optimum policies trained on the simulator are either

used directly or used to bootstrap a policy which is then trained further by

interacting with human users. The simulator must include both a component

representing how the user behaves, called the user simulator, and how confusions

are generated, called the error simulator.

The task of the user simulator is to provide examples of how a human would

behave while interacting with the system. One example of a user simulator, and

the approach used in all training and simulated tests in this thesis is the hand-

crafted agenda-based model. The agenda-based approach provides user actions

at a dialogue act level and uses an internal state composed of three parts: the
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goal, the requests and the agenda. The goal describes the full set of constraints

that the user requires venues to satisfy. The requests give the concepts which the

user would like to Þnd information about for matching venues. The agenda stores

an ordered list of dialogue acts that the user is planning to use in order to com-

plete their task. In each turn, the simulator updates the three state components

using probabilistic but hand-crafted rules. A number of dialogue acts are then

popped o! the agenda and presented to the dialogue manager as the next user

act. Further details on the user simulator are beyond the scope of this thesis,

though a complete description is provided inSchatzmannet al. (2007a).

The user acts given by the user simulator provide an example of what the user

would have said in the dialogue. In order to simulate speech and understanding

errors, this output is passed through an error model. A simple example of such

an error model is to generate a list of confusions and then use the counts of the

number of times each act is produced to compute conÞdence scores.

The Þrst stage of the error simulator used in this thesis is to generate semantic-

level confusions for the user act. The size of the output N-best list is set, denoted

Ne, and a list of output semantics is generated. Each item in the list is a confusion

of the original act with probability given by a confusion rate, er . All other items

in the list will be unchanged relative to the original act. Given that an act is

confused, the exact act that will be output is computed randomly. In the example

simulator built for the TownInfo examples, the entire act is confused with

probability 0.2, one of the concept-value pairs will be confused with probability

0.3 and one of the values will be confused with probability 0.5. In all example

simulations the number of confusions,Ne, was set to 3. Note that while these

probabilities are Þxed, they only a! ect how acts are confused. The overall level

of error can still be changed by altering the confusion rate,er .

Given the list of confused hypotheses, conÞdence scores are calculated by

counting the number of times each act is observed in the list. The conÞdence

score is then calculated using BayesÕ theorem under the assumption that there

are only 9 possible confusions for any act and all confusions are equally likely (this

is a gross approximation, but gives reasonable results). AppendixD provides a

more detailed description of the simulated conÞdence scorer.
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Note that the simulation environment described above is not meant to rep-

resent the state-of-the-art. Trainable user simulators and more complex error

models can and have been developed, as for example inSchatzmann(2008). This

simulator is adequate for the purpose used here, and provides su" ciently complex

interactions to train and test a real-world dialogue system.

5.8 TownInfo learning: An example

As an example of the use of reinforcement learning for dialogue management, the

example system described in Sections5.3 and 5.5 was trained against the user

simulator described above. Figure5.1 shows how the performance of the system

increases as the system experiences more dialogues. Parameters were intitialised

to zero and were updated every 500 dialogues. Throughout the training the

simulated confusion rate was set to 0.4. At the end of every dialogue the system

was rewarded with 20 points if the system gave a venue that matched all the users

constraints and also gave all the requisite information (phone, address, etc). No

points were given when this was not achieved. One point was removed for every

dialogue turn.

5.9 Conclusion

The key structures which have been used to enable policy learning in this chapter

are summary actions and summary features. Summary actions allow the designer

to reduce the action set to a manageable number by exploiting domain knowledge.

Summary features encode the important properties of the belief state and are

used in function approximation of either the policy itself or of the Q- or Value

function. This chapter has shown how the Natural Actor Critic algorithm can be

used in conjunction with these ideas to learn a policy which performs well on a

user simulator. The next important issue is to evaluate whether this framework

works well with human users and to compare it to the state-of-the-art. A more

complete evaluation of the framework is undertaken in the next chapter.
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Figure 5.1: A plot of the mean reward for the learned policy during training.
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CHAPTER 6

EVALUATION

There are many paradigms available for designing a dialogue manager, each claim-

ing various advantages. Four major approaches - Þnite state systems, Bayesian

networks, MDPs and POMDPs - were described in the introduction. These ap-

proaches must be evaluated to establish which performs best in real world inter-

actions. The purpose of this chapter is to discuss such an evaluation.

The evaluation will focus on one example domain,TownInfo . This domain

has been used for examples throughout the thesis, in Sections3.3, 5.3, 5.5 and

5.8. The task in TownInfo is to provide users with tourist information in a

Þctitious town, called Jasonville. The same domain has been used previously for

evaluating the Hidden Information State model and the DIPPER system (Lemon

et al., 2006a; Young et al., 2009).

The chapter starts with the discussion of the four example systems which are

built for evaluation. A comparison of the four systems using a user simulator

is given in Section6.2, which is followed by a comparison obtained from human

users in a user trial. A discussion of the e! ects of noise on user trial performance

concludes the chapter.
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6.1 TownInfo systems

Four systems will be built forTownInfo , giving implementations of each of the

four major paradigms. The four systems to be evaluated are

¥ MDP-HDC - A Þnite state system with hand-crafted state transitions and

hand-crafted policy.

¥ BUDS-HDC - A partially observable system with state transitions deÞned

via probability rules and hand-crafted policy decisions. The system uses

the techniques for Bayesian Updates of Dialogue State (BUDS) developed

in Chapters 3 and 4

¥ MDP-TRA - A Þnite state system with hand-crafted state transitions and

a learned policy, using the Markov decision process model.

¥ BUDS-TRA - A partially observable Markov decision process system. The

system uses the techniques for Bayesian Updates of Dialogue State (BUDS)

developed in Chapters3 and 4, as well as the policy learning techniques of

Chapter 5.

6.1.1 Hand-crafted state transitions

The MDP-TRA and MDP-HDC systems use a hand-crafted state transition

model with a concept-based architecture. A list of the available concept-values is

given in Table 6.1. The most recent value mentioned for each concept is stored

along with a grounding state which stores whether the concept isunknown ,

known or grounded . In a given turn, the most likely semantics from the user

is separated according to the concepts and is used to update the conceptÕs value

with whatever the user has given as their constraint. When the system asks for

conÞrmation of the value of a concept and the user a" rms it then the concept

transitions to the grounded state.

Requests for information are handled by storing a list of the requested con-

cepts. Concepts are added to this list whenever the user requests the conceptÕs

value and removed when the system tells the user the value for a particular venue.
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Concept Values

type none given, restaurant, hotel , bar, amenity

food
none given, dontcare, Chinese, English, French,

Indian, Italian, Russian, Þsh, snacks

stars none given, dontcare, 1, 2, 3, 4, 5

drink none given, dontcare, beer, cocktails, soft drinks, wine

price range none given, dontcare, cheap, expensive, moderate

area
none given, dontcare, central, east, north,

riverside, south, west

music
none given, dontcare, classical, ethnic, folk,

jazz, pop, rock

near none given, dontcare, 14 place names

phone -

address -

comment -

price -

Table 6.1: Table of concepts and possible state values in the hand-crafted state

model for theTownInfo system (MDP-HDC and MDP-TRA systems).
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Along with the concept-based information the state also stores 11 further vari-

ables, the Þrst 8 of which are binary:

¥ isStartState: Is this the start of a new dialogue?

¥ isPostReco: Has a venue recommendation been made?

¥ lastUserActContainedNoInfo: Did the last user act contain only the acts

silence() , ack() and thankyou() ? In this case, the user gave no extra

informationin the previous turn.

¥ newInfoarrived: Did the user act contain any concept-value constraints?

¥ noToReqMore: Did the user respond with anegate() act when the system

asked ÒCan I help you with anything else?Ó?

¥ relevantConceptsStillUnknown: Are there any concepts relevant to the given

type of venue that the system still has asunknown ?

¥ userHasRequestedConcepts: Did the user request further information about

the venue in the last turn?

¥ didUserReqAlts: Did the user user request alternatives in their last turn?

¥ confOfLastUserAct: The conÞdence score for the most likely user act hy-

pothesis in the previous turn is discretised into Þve cases:very high (above

0.8), high (0.6 to 0.8), medium (0.4 to 0.6), low (0.2 to 0.4) and very

low (under 0.2).

¥ nDatabaseMatches: The number of venues matching all the constraints in

the dialogue state. This is set to one of the numbers Ò0Ó to Ò7Ó or Òmore

than 7Ó

¥ nTurnsWithoutProgress: The number of turns in which the number of

matching database entities has not changed.
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Note that the hand-crafted state was developed by a separate researcher who

spent considerable e! ort in itÕs optimisation (Schatzmann, 2008). A description

of the system is repeated here for completeness.

The policies tested with the hand-crafted state deÞnition given above both

make use of 9 summary actions. The description of summary acts given inSchatz-

mann (2008) is reproduced below:

Summary act Description
greet Greet the user.
bold-request Ask the user for their constraints on the next rel-

evant concept withunknown status.
tent-request Implicitly conÞrm all known concepts and request

the next unknown concept.
confirm-one ConÞrm oneknown concept.
confirm-all ConÞrm all known concepts.
offer Recommend a venue which matches all known con-

cept values. If the user has requested alternatives,
then recommend an alternative. If there is not
matching venue then tell the user this.

inform Give information about the last recommended
venue and provide any requested concepts.

reqmore Ask ÒCan I help you with anything else?Ó
goodbye Say ÒgoodbyeÓ and close the dialogue.

6.1.1.1 Hand-crafted policy

The hand-crafted system,MDP-HDC , uses the above state and action deÞnitions

by o! ering venues when there is su" cient information to do so and requesting

and conÞrming concepts when there is not. The exact action taken is given by

Algorithm 4.

6.1.1.2 Learned policy

The MDP-TRA system uses the same hand-crafted state deÞnition but uses re-

inforcement learning to optimise the policy. Since the summary actions do not

relate to any particular concept, only a summary of the concept-level informa-

tion is required for learning. The MDP-TRA policy therefore uses only the 11

summary variables from Section6.1.1.
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Algorithm 4 The hand-crafted policy, MDP-HDC.
if isStartState is set then greet .

if didUserReqAltsis set then offer .

if userHasRequestedConceptsis set then inform .

if noToReqMore is set then say goodbye .

if nDatabaseMatchesis 1 then

if isPostRecothen offer

if newInfoarrived then offer

otherwise reqmore

end if

if nDatabaseMatchesis 0 then offer .

if relevantConceptsStillUnknownis set andnDatabaseMatches> 4 andnTurn-

sWithoutProgress< 2 then bold-request

otherwise offer

The policy is trained on a simulator and uses the Monte-carlo control algo-

rithm of Sutton & Barto (1998). The system is rewarded with 100 points for a

successful dialogue with 1 point deducted for every turn. Unsuccessful dialogues

obtain a negative score equal to the number of turns. Further details about the

simulation environment are given in Section5.7.

6.1.2 Partially observable state transitions

An example Bayesian network model of theTownInfo domain was introduced

in Chapter 3, while suitable optimisations for the system were discussed in Chap-

ter 4. The partially observable systems that will be evaluated use the example

Bayesian network withk-best Loopy Belief Propagation and mostly constant fac-

tors for the goal changes. The user model probabilities for the evaluated systems

were hand-crafted by choosing probabilities that improved performance on the

user simulator.

6.1.2.1 Hand-crafted policy

The hand-crafted policy, calledBUDS-HDC , starts its operation by checking

the probabilities of the method goal node. The system willinform the user
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about an appropriate venue when:

¥ The probability that the user has requested alternatives is greater than 0.5,

¥ The probability that the user has requested a venue by name is greater than

the probability the user is looking for a venue according to some constraints,

¥ The number of matching venues as computed above is 4 or less.

Otherwise, the system iterates through the goal nodes and builds up a set of

node level actions to determine appropriate actions to Þnd out more information.

This is based on the probability of the most likely value for the node,mlc.

¥ If mlc > 0.8 accept the node value,

¥ If 0.8 ) mlc > 0.7 implicitly conÞrm the node value,

¥ If 0.7 ) mlc > 0.5 conÞrm the node value,

¥ If 0.5 ) mlc > 0.4 select between the top two node values,

¥ Else request the node value.

The Þnal action issued by the system in this case consists of two of the concept-

level actions. A hierarchy is used to choose which concept-level actions are used,

with preference given to implicit conÞrms over conÞrms, conÞrms over select

actions and select actions over requests. If multiple concept-level actions are the

same then the order of preference is pre-determined. As an example, if one of

the concepts hasmlc = 0.75 and all others concepts havemlc > 0.8 or mlc ' 0.4

then the Þnal action would be an implicit conÞrmation for the one concept along

with a request for another concept.

Note that the actions and features used in theBUDS-HDC system are not

strictly based on the summary actions and features discussed above, as can be

seen from the example. One of the advantages of hand-crafted systems is that

all available information and options can be used during the hand-crafting. This

hand-crafted policy was built to provide as e! ective a hand-crafted approach as

possible and was not constrained to the information used in policy learning.
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6.1.2.2 Learned policy

A partially observable Markov decision process system was built using the sum-

mary features and summary actions described in Chapter5. The belief state

updates are exactly as in theBUDS-HDC system above.

This system, labelledBUDS-TRA , learns appropriate actions by using the

Natural Actor Critic algorithm trained on the user simulator described in Section

5.7. The confusion rate was set to 0.4 during training and parameters were

updated every 500 dialogues. The system is rewarded during training with 20

points for a successful dialogue less 1 point deducted for each turn of the dialogue.

Unsuccessful dialogues obtain a negative score equal to the number of turns. The

system training uses the summary actions described in Section5.3, and grid-based

features with parameter tying, as was described in Section5.5.2. A graph of the

performance during training was given in Section5.8.

6.2 Simulated comparison

Figure 6.1 gives a comparison of the results obtained by the four systems on the

user simulator. The Þgure also includes the results of a Þfth system, labelled

BUDS-HDC-MLUA, which is the same as the BUDS-HDC system, except that

only the most likely user act with a conÞdence of 1 (MLUA) is provided to the

system.

As can be seen from the graph, system performance is comparable at low

error rates while at higher rates important trends develop. Firstly, the use of a

full probabilistic framework signiÞcantly outperforms using only the most likely

hypothesised user act. This is particularly evident when comparing the BUDS

hand-crafted policy with a full distribution of possible acts against the same

policy using only the most likely act. Secondly, the BUDS framework shows good

improvements over traditional approaches, even when the same information is

used. This is a consequence of using a systematic approach to handling conßicting

evidence from di! erent dialogue turns. Finally, the learned BUDS policy is able

to improve on the hand-crafted policy at all error levels. This suggests that the
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Figure 6.1: A simulated comparison of the BUDS-TRA, BUDS-HDC, MDP-

TRA and MDP-HDC systems. Each point represents the mean reward after

5000 dialogues. Error bars show the estimated standard deviation of the mean.

learning has been e! ective and that if a suitable learning technique is applied,

performance gains can be realised.

6.3 User trial

The four dialogue managers discussed above were evaluated by 36 native English

speakers in an attempt to investigate system performance on real users. The

subjects, who had not been involved in previous dialogue system experiments,

were asked to complete three tasks on each of the four systems. Tasks consisted

of Þnding a venue matching a set of constraints, along with some information

about it. For each system, every user was given one task where there was no

suitable venue, one where there was more than one and one where there was

exactly one matching venue. 108 dialogues were recorded for each system.

To investigate system robustness varying levels of synthetic noise were added

to the speech signal before speech recognition. Three levels of zero, medium and

high noise were used, corresponding to signal to noise ratios (SNR) of 35.3db,

93



6. EVALUATION

10.2db and 3.3db. The users were given a di! erent noise level for each of the

three tasks for each system.

Three metrics were used to evaluate the system performance. At the end of

each dialogue users were asked whether they felt they had found what they were

looking for, resulting in a subjective success rate (SSR). An objective success

rate (OSR) was calculated by examining the transcripts and checking if the task

requirements had been met. From this the reward was calculated by giving twenty

points for a successful dialogue, zero for an unsuccessful one and subtracting the

number of turns until success or dialogue completion.

It was important to try and eliminate as much extra variability as possible so

all systems used the same speech recogniser, semantic decoder, output generator

and text-to-speech engine. The speech recogniser uses the ATK toolkit with a

tri-phone acoustic model and a dictionary of around 2000 in-domain words. A

10-best list is output and passed to the semantic decoder along with sentence-

level inference evidence scores, as discussed in AppendixF. Semantic decoding

is implemented using a hand-crafted Phoenix-based parser (Ward & Issar, 1994)

which computes for each sentence a dialogue act type along with a sequence of

attribute value pairs. A conÞdence for each resulting dialogue act is calculated

by exponentiating the inference evidence, adding the score for sentences that

result in the same dialogue act and renormalising so that they sum to one. Out-

put generation is hand-crafted and text-to-speech is implemented with the FLite

synthesis engine (Black & Lenzo, 2001).

The overall results of the trial are given in Table6.2. As was the case in

simulations, the BUDS systems signiÞcantly outperformed the MDP-TRA-based

systems in this trial. Interestingly, the BUDS trained policy fared signiÞcantly

better than the hand-crafted policy in terms of subjective success but worse on the

objective metrics. Investigation of the transcripts seems to indicate that this was

because the trained policy sometimes o! ered venues before all the information

had been given. While the simulated user always ensured its constraints were

met, the real users did not necessarily do this. This may be one reason for the

reduced performance of the trained policy.

Figure 6.2 shows the subjective success rates of the systems when separating

the various noise levels. The overall trend is that the BUDS systems do outper-
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System OSR Reward SSR

BUDS-HDC 0.84 ± 0.04 11.83 ± 0.94 0.84± 0.04

BUDS-TRA 0.75± 0.04 8.89± 1.09 0.88 ± 0.03

MDP-TRA 0.66± 0.05 6.97± 1.23 0.81± 0.04

MDP-HDC 0.65± 0.05 7.10± 1.21 0.78± 0.04

Table 6.2: Objective Success Rate (OSR), Objective Reward and Subjective

Success Rate (SSR) for the di! erent systems. Error values give one standard error

of the mean. They are calculated by assuming that success rates and rewards

follow binomial and Gaussian distributions respectively.

form the traditional approaches but these di! erences are not signiÞcant. Due to

the small number of samples the results are di" cult to interpret, particularly as

the trained systems performed better with medium noise than they did with no

noise added. The objective success rates gave similar peculiarities; the main dif-

ference being that the BUDS-HDC policy performed better than the BUDS-TRA

policy. Part of the reason for these peculiarities is that the added synthetic noise

did not always result in increased semantic errors. The next subsection discusses

how the error rates actually observed during the trial a! ected the systems.

6.4 Evaluating the e ! ects of semantic errors

The major claim of POMDP-based systems is that they are more robust to errors

than traditional approaches. Considering that semantic error rates are a! ected

by the choice of system actions, dialog performance should ideally be plotted

directly as a function of noise level if su" cient data is available. However, as

shown in the previous section, the correlation of error rates with noise level can

be very weak and when sample sets are small, the results can be misleading. In

this case, greater insight can be obtained by plotting performance as function of

the measured error rate.

Error rates form a continuum so it is inappropriate to give observed success

rates for any given level of error. Either the error rates must be grouped into bins
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Figure 6.2: Subjective success rates for the di! erent systems at varying noise

levels.

or one must estimate a functional form for the success. Both of these approaches

are presented in this section.

The results of binning the error rates are shown in Þgures6.3 and 6.4. Accu-

racy rates are calculated for the top semantic hypothesis only and are deÞned as

one minus the sum of the number of insertions, deletions and substitutions of se-

mantic items divided by the reference total. Semantic items include the dialogue

act type as well as the attribute-value pairs. Bins were chosen to obtain approxi-

mately equal numbers of dialogues in each bin and were split into accuracies less

than 70%, between 70% and 85% and over 85%. Since the exact distribution of

accuracies for each may be di! erent the Þgures plot the success rate against the

average top hypothesis semantic error rate for the bin.

Assuming a constant probability of success for each bin and system, the results

show that the BUDS systems signiÞcantly outperform the MDP at higher error

levels. Based on subjective success, the BUDS trained policy performs the best,

while on the objective metric the handcrafted approach is better. Performance

under medium error conditions has similar trends but the di! erences are less

signiÞcant.
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Figure 6.3: Subjective success rates for the di! erent systems in varying semantic

error bins. Error-bars show one standard error on each side of the mean.

One problem with grouping data into bins is that the success rate for the bin

may depend on the exact distribution of values obtained. It may be preferable to

assume that the probability of success is some function of the semantic accuracy

and estimate this function instead. A standard approach for this is to use logistic

regression but this restricts the particular form of function allowed. A more

ßexible approach is to use a Gaussian Process (GP) classiÞcation model, where

the probability of classiÞcation is replaced with the probability of dialogue success.

This model allows for a large class of functions relating semantic accuracy with

probability of success. Further details may be found inRasmussen & Williams

(2006).

Both logistic regression and Gaussian process regression were tested on the

trial data by estimating a probability of success given the semantic error rate

for a given dialogue. Because of the low number of dialogues, neither approach

showed signiÞcant di! erences between the di! erent systems at high error rates.

For simplicity, only the results of using the GP approach are shown, given in

Figure 6.5 1. The data is insu" cient to draw any signiÞcant conclusions but the

1Inference was done with the expectation propagation algorithm and hyperparameters were
chosen with type II maximum likelihood. GP models also require the choice of a covariance
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Figure 6.4: Objective success rates for the di! erent systems in varying semantic

error bins. Error-bars show one standard error on each side of the mean.

trend gives some indication that the learned policies have a smaller decrease in

performance for a given drop in accuracy.

6.5 Conclusion

This chapter has shown that the POMDP framework for building spoken dialogue

systems does outperform standard alternatives in both simulations and with hu-

man users. Simulations show that learning does improve policy performance and

that the use of a statistical user model does signiÞcantly improve performance

in the presence of noise. Similar trends were found in tests with human subjects

although the di! erences were not signiÞcant because of the small number of sam-

ples. An important problem with the systems tested here is that they all used

hand-crafted probabilities in the user model. These parameters are a key compo-

nent of the system and require domain knowledge to hand-craft e! ectively. The

following chapter will discuss statistical methods for estimating the user model

parameters.

function for which the Matern class (with ! = 3
2 ) was chosen.
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Figure 6.5: Graphs of the posterior probability of objective dialogue success

as a function of semantic accuracy. The horizontal lines show average success.

The shaded area gives a 95% conÞdence interval for the posterior probability of

success.
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CHAPTER 7

PARAMETER LEARNING

The previous chapters of this thesis have described statistical methods for policy

learning and for handling uncertainty in a spoken dialogue system. Although

the parameters are a key component of the statistical models underlying these

methods, all experiments thus far have assumed them to be given. Chapter5 has

discussed the optimisation of the policy parameters which describe the policy.

This chapter will discuss the optimisation of the parameters of the Bayesian

network used for user modeling. These include the probabilities for changes in

user goals and the probability of user actions given the goals.

If it is possible to annotate the environment state then choosing appropriate

user model parameters is a relatively simple task. Maximum likelihood parame-

ters can be estimated using simple counts based on the annotations. Annotations

are, however, time consuming and may even be impossible to obtain in certain

situations.

When the states of the dialogue are hidden it may not be obvious what the

userÕs goal was in a dialogue, even with perfect knowledge of what they said. In

the TownInfo system, for example, one cannot say what the userÕs goal was for

concepts that were not spoken about. Although one might assume that the user

did not care about the concept one can never be sure. In such situations it is

impossible to provide annotations.
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An alternative to annotation is to use an algorithm such as Expectation Max-

imization (EM) to estimate probability distributions over the possible hidden

states and then use these to estimate the parameters. This has been implemented

for a small system with 7 states (Doshi & Roy, 2007), but the EM algorithm is

incapable of handling the size of system used in a real-world dialogue manager.

This chapter will discuss how Expectation Propagation (EP) can be used to

estimate parameters for large-scale dialogue managers. A slight extension of the

TownInfo system will be used for experiments, and this system is described in

Section7.1. A major di! erence between this system and the system evaluated in

Chapter 6 is that user actions are not separated into sub-components. Because

of this, a naive implementation of the factor updates will be intractable. Section

7.2 describes how the intractability is overcome.

Sections7.3 and 7.4 describe how the Expectation Propagation algorithm

can be used to estimate the parameters of a spoken dialogue user model. The

resulting parameters enable the dialogue manager to re-score the conÞdence scores

given by the natural understanding system. The adjusted conÞdence scores are

signiÞcantly more accurate than those originally provided, as is shown in Section

7.5. More importantly, the learned parameters also improve dialogue management

performance, as will be shown in the simulated experiments of Section7.6.

7.1 An extended TownInfo system

7.1.1 Extended TownInfo dialogue state

The tourist information domain gives a suitable example of how the ideas dis-

cussed above can be used in practice. However, the corpus data collected in the

trial described in Chapter6 highlighted the fact that the system was not capable

of responding to a number of common user requests. Common user actions, such

as saying ÒthankyouÓ and ÒhelloÓ, were not modelled, and the although ÒrepeatÓ

actions were modelled, the approach to doing so was suboptimal. In order to

show the beneÞts of more accurate parameter estimation, it was necessary to

improve the models themselves, and an extension of the evaluatedTownInfo
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7.1 An extended TownInfo system

system is introduced here as an illustration. As before, the task of the extended

TownInfo system is to provide tourist information about a Þctitious town.

The extendedTownInfo system has 15 concepts with associated goal nodes

and history nodes. Unlike the original system, the four concepts ÒphoneÓ, Òad-

dressÓ, ÒcommentÓ and ÒpriceÓ are all included as goal nodes. Their only possible

values are ÒÔN/AÓ and ÒApplicableÓ. This is to model concepts which the user

may ask about but cannot give constraints. A further concept, ÒdiscourseActÓ, is

also included to model discourse actions. Examples include saying hello, asking

for the system to repeat, saying thank you. The full list of concepts and their

associated values are given in Table7.1.

The other change made in the extendedTownInfo system is that the user

actions are not separated into components. Figure7.1gives the resulting Bayesian

network for one time-slice of the system. The two types of history node are

depicted together ash(c) = ( #(c) , d(c) ). Since the factor connecting the user action

to the user goals is di" cult to compute tractably, Section 7.2 will discuss how

updates for this factor can be implemented e" ciently.
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Figure 7.1: One time-slice of the Bayesian network for the Tourist Information

example system.

7.1.2 Extended TownInfo summary acts

The information seeking summary actions are unchanged in the extendedTown-

Info system. Three summary actions are deÞned for each concept in the system:

request , select and confirm . As before, therequest action will request
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Concept Size Values

type 4 restaurant, hotel , bar, amenity

food 10
N/A, dontcare, Chinese, English, French,

Indian, Italian, Russian, Þsh, snacks

stars 7 N/A, dontcare, 1, 2, 3, 4, 5

drink 6 N/A, dontcare, beer, cocktails, soft drinks, wine

price range 5 N/A, dontcare, cheap, expensive, moderate

area 7
dontcare, central, east, north,

riverside, south, west

music 8
N/A, dontcare, classical, ethnic, folk,

jazz, pop, rock

near 16 N/A, dontcare, 14 place names

method 4 byconstraints, byalternatives, byname, Þnished

name 48 N/A, 47 venue names

discourse action 8
repeat, reqmore, thankyou, ack, hello,

silence, restart, none

phone 2 N/A, Applicable

address 2 N/A, Applicable

comment 2 N/A, Applicable

price 2 N/A, Applicable

Table 7.1: Table of concepts in the extendedTownInfo system.
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the value of the variable from the user, theselect action asks the user to select

between the two most likely values for the variable and theconfirm action asks

the user to conÞrm the most likely value of the variable.

Along with these actions, the extended system also has a set of informing

summary actions available to it. These provide the user with di! erent types

of information depending on the systemÕs beliefs. For valuesj = 2, . . . , 7, the

summary actions inform exact j are deÞned. When one of these summary

actions is taken the system ÒacceptsÓ thej concepts with the highest probability

for their most likely value and tells the user the name of a venue which has concept

values matching the most likely values for each of the accepted concepts. If there

is no such venue, the system will tell the user.

Five additional summary actions are deÞned, each providing further options

during policy learning:

¥ The inform alternatives action o! ers an alternative venue to the user.

The system tries to Þnd a maximal number of ÒacceptedÓ concepts which

still gives an alternative venue. The system will then tell the user about

this venue.

¥ The inform more action gives the user more information about the last

o! ered venue, in particular giving concept-values that have been requested

by the user.

¥ The inform by name action gives the user information about the venue

with the most likely ÒnameÓ goal (This is for cases when the user asks for

a speciÞc venue).

¥ The request more action asks the user if they would like anything else.

¥ The bye action says goodbye to the user.

The total number of summary actions available to the system is 3 times the

number of concepts plus 13. In the case of the 9 conceptTownInfo system, the

number of summary actions is therefore 40.
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7.1.3 Extended TownInfo summary features

The extendedTownInfo system uses a slight variation on the grid-based ap-

proach used previously. As before, the probabilities of the two most likely val-

ues for each concept are formed into a tuple, (p1, p2). A collection of six grid

points is deÞned: { (1, 0), (0.8, 0), (0.8, 0.2), (0.6, 0.0), (0.6, 0.2), (0.6, 0.4)} , num-

bered l = 0, . . . , 6. Grid-based features, denotedyc,l , are then deÞned for the

valuesl = 0, . . . , 6:

yc,l =
3

1 if p1 ) 0.4 and l is the index of the closest point in the set
0 otherwise

(7.1)

yc,0 =
3

1 if p1 < 0.4
0 otherwise

. (7.2)

For each conceptc, three further features are deÞned:

¥ A binary value determining whether the most likely goal value is applicable

or not, yc,7. For example, if the probability that the user wants a hotel is

high, then the most likely value for the ÒfoodÓ concept will be ÒN/AÓ. In

this case, the featureyc,7 would be set to 1 for conceptc = food.

¥ A binary value determining whether the most likely goal value is that the

user doesnÕt care or not,yc,8. For example, if the probability that the user

doesnÕt care about ÒfoodÓ is higher than any possible goal for ÒfoodÓ, the

yc,8 feature is set to 1 for conceptc = food.

¥ A binary value determining whether the probability that the user has re-

quested the system for the value of this variable is greater than 0.5,yc,9.

Along with these concept-level features a collection of extra features are also

included. For each value ofj = 2, . . . , 7 the system tries ÒacceptingÓ thej

concepts with the most likely values and computes how many venues match the

resulting constraints. This number is reduced to one of four cases and encoded

in a variable nj . The cases are Òno matchesÓ (nj = 0), Òone matchÓ (nj = 1),

Ò2-4 matchesÓ (nj = 2) and Òmore than 4 matchesÓ (nj = 3).

Parameter tying in the extended system is the same as the approach described

in Section 5.5.2. Parameters( a,÷c,l are deÞned as before, but parameters for the
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e! ect of other concepts are grouped together in a set of( other ,c,l parameters. The

function approximation is then:

! á" a(b) =
Nl # 1%

l=0

( a,÷c,l " y÷c,l +
%

c$=÷c

N l # 1%

l=0

( other ,c,l " yc,l +
7%

j =2

( other ,%,j,n j " 1 (7.3)

with Nl = 10.

7.2 Specialised user act factors

If the user acts are not separated into components, the factor connecting the user

act, u, to the concept-level user goals,gc, can cause computational di" culties.

Figure 7.2 shows a Bayesian network of the factor connecting these variables

for the extendedTownInfo system described above. As can be seen from the

Þgure, there are a very large number of variables connected in this factor. A

naive implementation of the loopy belief propagation algorithm will require too

much computation to be tractable.
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Figure 7.2: The user act factor in theTownInfo example system.

In order to e" ciently compute the update for this factor, the factor proba-

bility is assumed to have a particularly simple form, based on the pre-conditions

approach suggested inKeizer et al. (2008). If the user act contradicts any of the

concept-level goals then its probability should be very low. User acts which do

not contradict any of the concept-level goals will have a higher probability. These

two options give the only alternatives for the user act probability,

p(u|a,g) =
3

( 1 if u contradicts any of the concept-level goals
( 2 otherwise

. (7.4)
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Algorithm 5 Testing whether a user act contradicts a concept-level goal
Given: conceptc, concept valuex, user actu, and machine acta.

Return: The action contradicts the goal, or doesnÕt contradict the

goal.

Initialise: Compute the last venue that the system gave information about,

denotedl, if any.

if u includes Òinform(c=y)Ó wherex &= y, and it is not the case thatx = N/A

and y = dontcare then contradicts

if u includes Òinform(=dontcare)Ó anda includes Òrequest(c)Ó andy &=

dontcare then contradicts

if u includes Òdeny(c=y)Óthen contradicts

if u includes Òa" rm()Ó anda includes ÒconÞrm(c=y)Ó, wherey &= x and it is

not the case thatx = N/A and y = dontcare then contradicts

if u includes Ònegate()Ó anda = conf irm (c = x) then contradicts

if c = name and u is a ÒrequestÓ or ÒconÞrmÓ action andl &= x and there is a

last informed venuethen contradicts

if a is a ÒreqmoreÓ action andu contains Ònegate()Ó andc = method and

c &= f inished then contradicts

if c ! { phone, comment, address, price} and u contains Òinform(c=y)Óthen

contradicts

otherwise doesnÕt contradict .

Decisions as to whether an action contradicts one of the concept-level goals

are determined using Algorithm 5. As an example, if the user action isaf-

Þrm(food=Chinese) and the last machine action wasconÞrm(area=centre) then

one might have:

p(u|a,g) =
3

( 1 if gfood &=ÓChineseÓ orgarea &= ÒcentreÓ
( 2 otherwise

. (7.5)

Substituting the variablesgc and u into Equation 3.22of Chapter 3 gives the

loopy belief propagation update for variablegc as:

öf (÷gc) %
%

u

%

g:÷gc= gc

q\ (u)
&

k$= c

q\ (gk)p(u|a,g). (7.6)
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The values for each concept-level goal,gc, are now split into those that donÕt

contradict the act, denotedHc,u, and those that do contradict it1. The Cartesian

product2, Hu =
)

c Hc,u, will give all the goal values wherep(u|a,g) = ( 2. This

is because( 2 is only used ifnone of the concept-level goals contradict the action.

The sum can therefore be rewritten as:

öf (÷gc) %
%

u

q\ (u)

8

( 2

:
%

g" H u ,gc=÷gc

&

k$= c

q\ (gk)

;

+ ( 1

:
%

g$"H u ,gc=÷gc

&

k$= c

q\ (gk)

;9

,

%
%

u

q\ (u)

<

=( 2

-

/
&

k$= c

%

gk " H k,u

q\ (gk)

0

2 + ( 1

-

/ 1 #
&

k$= c

%

gk " H k,u

q\ (gk)

0

2

>

? .

Similarly, the update for u is:

öf (÷u) % ( 2

-

/
&

k

%

gk " H k, ÷u

q\ (gk)

0

2 + ( 1

-

/ 1 #
&

k

%

gk " H k, ÷u

q\ (gk)

0

2 .

An e" cient update for this factor can be implemented by computing the following

two sets of statistics:

¥ For every u and c, compute:

hc,u =
%

gc" H c,u

q\ (gc). (7.7)

¥ For every u compute the producthu =
)

c hc,u.

The required updates can then be rewritten as3:

öf (÷gc) %
%

u

q\ (u)
@
( 2

hu

hc,u
+ ( 1

+
1 #

hu

hc,u

,A
, (7.8)

öf (÷u) % ( 2hu + ( 1 (1 # hu) . (7.9)

Assuming the number of concepts is denotedNc, the number of concept-level

goal values is assumed constant and denoted byNg, and the number of user acts is

Nu, then the overall computation will then requireO(NcNuNg) operations. This

is signiÞcantly more e" cient than the naive loopy belief update and results in

real-time updates for spoken dialogue systems.
1Note that the Hc,u sets are dependendent on the machine act, the concept, and user act.
2The Cartesian product, Hu =

)
c Hc,u is the set { g : +k, gk ! Hu,k }

3The given equations do not take into account the possibility of division by zero. This is
ignored here, but can easily be included without any extra computational burden.
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7.3 Learning Dirichlet distributions

The approach that will be taken for parameter learning is much the same as the

one used for belief updating. While loopy belief propagation was used in Chapters

3 and 4, this algorithm is restricted to cases where all nodes are discrete. The

Expectation Propagation algorithm, introduced in Section4.1, generalises loopy

belief propagation to networks with arbitrary random variables.

Expectation propagation has been used to learn parameters in many related

situations. The approach that is used here follows the estimation of mixture

model parameters inPaquet (2007). Minka (2001b) also provides an explanation

of the use of EP in updating parameter estimates in this context.

The algorithm assumes an approximation function for every variable and fac-

tor. In each step, a particular factor is chosen, and the approximations associated

with that factor are updated. The structure of the overall algorithm is the same

as Algorithm 1 from chapter 3. Only one factor will ever be considered at a given

point so this section will focus on the update for this given factor. Figure7.3

depicts an example portion of the factor graph to be updated.

! "

! #$

! %

! &

'

! %

! #!

(

'

Figure 7.3: A portion of a factor graph with parameters.

The nodes in the graph are:

¥ The parameter sets,! 1, . . . , ! N" ,

¥ The parent variables,X 1, . . . , X Nx ,

¥ The child variable X 0.
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A combination of the parentsÕ variable values is denoted byx! = ( x1, . . . , xNx ),

a combination of all variable values is denoted byx = ( x0, . . . , xNx ), and the

collection of parameter sets is denoted by% = ( ! 1, . . . , ! N" ). The x! vector deter-

mines which parameter set will be used, while the index of the parameter within

this parameter set is determined byx0. Since the parameter sets are numbered

1, . . . , N&, one must deÞne a mapping fromx! vectors into the index of the pa-

rameter set, which is denoted here by+(x!). The relevant factor (probability)

values are therefore as follows:

f (x, %) = p(x0|x1, . . . , xNx , %) = ( ' (x ! ),x0 . (7.10)

7.3.1 The approximation and target functions

As with the loopy belief propagation algorithm, a fully factorised approximation is

used. Each variable or parameter set has an approximating function for the given

factor, öf (xi ) or öf (! l ). The approximations from all other factors are multiplied

together to give cavity distributions, q\ (xi ) and q\ (! l ). When multiplied by the

given factorÕs approximation this will give the approximating marginals:

q(xi ) = q\ (xi )f (xi ),

q(! l ) = q\ (! l )f (! l ).

In order to perform the update for a discrete random variable, the approxi-

mating marginal q(÷xj ) is matched against the target function:

p%(÷xj ) =
%

x :xj =÷xj

'

!

&

i

q\ (xi )
&

l

q\ (! l )f (x, %), (7.11)

=
%

x :xj =÷xj

&

i

q\ (xi )
'

! #( x ! )

q\ (! ' (x ! ) )( ' (x ! ),x0 , (7.12)

=
%

x :xj =÷xj

&

i

q\ (xi )Eq\ (( ' (x ! ),x0 ). (7.13)

The Þrst line is the deÞnition ofp%, while the second results from substituting in

for f (x, %) and noting that
B

l q(! l ) = 1 for any l. The Þnal line follows from the
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deÞnition of expectations. Dividing through byq\ (xj ) gives the update for öf (xj ):

öf (xj ) =
%

x :xj =÷xj

&

i $= j

q\ (xi )Eq\ (( ' (x ! ),x0 ). (7.14)

One can see that this gives a very similar result to Equation3.22of Chapter3.

The only additional complexity is that instead of using a given set of parameters,

one must now use the expected value of the parameters as calculated under the

cavity distribution.

The update for the parameter values,! j , requires one to match the marginal

q(! j ) against the target function:

p%( ÷! j ) =
%

x

'

! :! j = ÷! j

&

i

q\ (xi )
&

l

q\ (! l )f (x, %), (7.15)

=

<

=
%

l$= j

%

x :' (x ! )= l

&

i

q\ (xi )Eq\ (! l ) (! l,x 0 )

>

? q\ ( ÷! j ) (7.16)

+
%

x :' (x ! )= j

&

i

q\ (xi )÷( j,x 0 q\ ( ÷! j ), (7.17)

= w0q\ ( ÷! j ) +
%

k

wk
÷( j,k q\ ( ÷! j ), (7.18)

where,

w0 =
%

l$= j

%

x :' (x ! )= l

&

i

q\ (xi )Eq\ (! l ) (( l,x 0 ),

wk =
%

x :' (x ! )= j,x 0= k

&

i

q\ (xi ).

Equation 7.16 is obtained by separating the summation over values ofx into

values where+(x!) = j and values where+(x!) = l &= j .

In the general case one cannot always tractably compute a distributionq(! j )

to match the p%(! j ). In order to allow this computation a further assumption is

taken, which is that the approximating functions for the parameters,öf (! i ), are

all Dirichlet distributions, with parameters ö$ i :

öf (! i ) = Dir (! i ; ö$ i ) =
&(

(
j ö, ij )

)
j &(ö, ij )

&

j

( ö( ij # 1
i,j , (7.19)
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where&(z) is the Gamma function,

&(z) =
' &

0
tz# 1 exp(# t)dt. (7.20)

The Dirichlet distribution has an important multiplicative property which

will be used in calculating the cavity and overall approximations. As an example,

consider a collection of approximating functions indexed by the factors$. Each

factor approximation will have some parameters,ö$ ! ,i such that:

öf ! (! i ) = Dir (! i ; ö$ ! ,i ). (7.21)

Denoting the number of factors by|$|, and the vector of ones by1, the overall

approximation will be given by:

q(! i ) %
&

!

öf ! (! i ), (7.22)

%
&

!

&

j

( ö( $ ,i,j # 1
i,j , (7.23)

% Dir (! i ;
%

!

ö$ ! ,i # (|$| # 1)1), (7.24)

= Dir (! i ; $ i ), (7.25)

where,

$ i =
%

!

ö$ ! ,i # (|$| # 1)1. (7.26)

The cavity distribution for factor ÷$ will be given by:

q\ ÷! (! i ) %
&

! $= ÷!

öf ! (! i ) (7.27)

% Dir (! i ; $ i # ö$ ÷! ,i + 1) (7.28)

7.3.2 Matching the target function

When the cavity distribution has this Dirichlet form, then the Expectation Prop-

agation algorithm will choose a single Dirichlet distribution with some parameters

$ %
i to minimize the local KL divergence with the target given in Equation7.18.
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As shown in AppendixE, the target parameters can be found by choosing$ %
i to

satisfy the following equation for everyj :

' (, %
ij ) # ' (

N%%

k=1

, %
ik ) = cj , (7.29)

where,

cj = ' (, ij ) # ' (
N%%

k=1

, ik ) +
w%

j

, ij
#

1 # w%
0( N%

k=1 , ik

, (7.30)

' (z) is the digamma function,

' (z) =
d
dz

log&(z), (7.31)

the w%
j are weights,

w%
0 % w0, (7.32)

w%
j % wj

, j(
i , i

, (7.33)

N%%

i =0

w%
i = 1, (7.34)

and the wj are as they were deÞned for Equation7.18.

This means that a suitable set of parameters,$ %
i , may be found by computing

the constantscj and then solving Equation7.29. Various methods are possible

for solving this. The approach used here is taken from Section 3.3.3. ofPa-

quet (2007). Let ( = ' (
( N%

k=1 , ik ), and make, %
ij the subject of the formula in

Equation 7.29,

, ij = ' # 1(cj + ( ). (7.35)

Summing overj and taking both sides as arguments for the' function gives,

( = ' (
N%%

k=1

, ik ) = '

:
N%%

k=1

' # 1(cj + ( )

;

. (7.36)

One can now solve for( using NewtonÕs method. Let! be the function:

! (( ) = ( # ' (
N%%

k=1

' # 1(ck + ( )) (7.37)
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The derivative of this function is,

! !(( ) = 1 # ' !(
N%%

k=1

' # 1(ck + ( ))

8
N%%

k=1

' # 1!
(ck + ( )

9

, (7.38)

which is then used in the Newton update for( :

( (new) = ( +
! (( )
! !(( )

. (7.39)

Once the correct value of( is found, the , %
ij may be found using Equation

7.35. Note that the digamma function, ' , itÕs derivative (sometimes called the

trigamma function), ' !, and itÕs inverse,' # 1, may all be calculated using stan-

dard algorithms (See for exampleBernardo (1976) and Schneider(1978)).

7.3.3 The algorithm

Once the optimal approximation is found, the parameters of the cavity distribu-

tion are subtracted from those of the approximating distribution to give a set

of parameters for the current öf (! i ) approximation. The parameters for all other
öf (! i ) approximations will be calculated in this way and then the system will con-

tinue to a di! erent factor. As with the Loopy Belief Propagation algorithm, the

system will iterate over all the factors and continue updating until the approxi-

mation functions no longer change signiÞcantly. The resulting algorithm is given

as Algorithm 6
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Algorithm 6 Expectation Propagation with parameter learning

Denote the parameters oföf ! (! i ) by ö$ ! ,i .

Denote the parameters ofq\ ! (! i ) by $ \ !
i .

Denote the parameters ofq(! i ) by $ i .

initialize: Set all öf ! (xi ) and q\ ! (xi ) equal to one.

initialize: Set all ö$ ! ,i = 1, the unit vector.

initialize: Set all $ i equal to the prior. If uninformative parameters are

desired then set$ i = 1, the vector of ones.

repeat

Choose a factorf ÷! to update. Suppose this is connected to variables

X 1, X 2, . . . , X Nx , and parameters! 1, ! 2, . . . , ! N" .

First compute all the cavity distributions:

for each parameter,! i , connected to the factordo

Compute the cavity distributionÕs parameters as$ \ ÷!
i = $ i # ö$ ÷! ,i + 1.

end for

Now update the approximating distributions:

for each variable,X i , connected to the factordo

Update öf ÷! (xi ) according to Equation7.14.

end for

for each parameter,! i , connected to the factordo

Compute parameters$ %
i for the Dirichlet distribution q! i that best matches

the target distribution of Equation 7.18. This is implemented using a

NewtonÕs method as desribed in Section7.3.2

Update the parameters of the approximating distribution, öf ÷! (! i ):

ö$ ÷! ,i = $ %
i # $ \ ÷!

i + 1.

Update the parameters ofq(! i ) to $ i = $ %
i = ö$ ÷! ,i + $ \ ÷!

i .

end for

for each variable,X i , connected to the factordo

Update q\ ÷! (xi ) according to Equation3.17

end for

until convergence
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7.4 Tied Dirichlet distributions

The above equations can be used to learn arbitrary probability functions for

discrete nodes in a Bayesian network. There is, however, a problem with the

approach. In real-world systems the number of values for a particular node can

be very large. When the data set used for training is small it is unlikely that the

parameter estimates will accurately reßect the probabilities of such values.

A solution to this problem can be obtained by tying some of the parameters

together. For example, one might assume that a particular variable has a single

probability for staying the same and a separate probability of change. The prob-

abilities are likely to also depend on the last system action. In theTownInfo

system, if the system says ÒThere is no Chinese restaurantÓ, then one would ex-

pect the probability of a user changing their food goal to be di! erent to when the

system simply asks ÒWhat area would you like?Ó.

The tying of parameters results requires the details of the estimation algo-

rithm to be slightly adapted. In the approach discussed above the approximating

functions for the parameters were given by! i , a vector of size equal to the number

of values forX 0. When tying, this is replaced by a parameter set( !
i , where the size

of ( !
i is smaller than the number of values forX 0. The index of the parameter to

be used within a given parameter set is now determined by a function,- (x !, x0).

The factor probability is obtained by dividing by the number of values which are

associated with each parameter, denoted byni,l . The factor values are then:

f (x, %!) = p(x0|x1, . . . , xNx , %!) =
( !

' (x ! ),) (x )

n' (x ! ),) (x )
(7.40)

In the example of the ÒfoodÓ goal in the extendedTownInfo system, the

system has twelve parameter sets. Denoting the previous ÒfoodÓ goal bygfood ,

the parent goal by g!
type, the current goal by g!

food , the system action bya, and

possible ÒfoodÓ types (excluding dontcare and N/A) byy and z, the parameter

sets are as follows:

1. The parent goal,gtype is not applicable forfood (for example hotels or bars).

2. The parent goal is applicable, the system said there was no venue with

food = y and the previous goal for food wasgfood = ÒN/AÓ. This could be
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used, for example, when the userÕs goal for ÒtypeÓ changes from hotel to

restaurant.

3. The parent goal is applicable, the system said there was no venue with

food = y and the previous goal for food wasgfood = y.

4. The parent goal is applicable, the system said there was no venue with

food = y and the previous goal for food wasgfood = dontcare.

5. The parent goal is applicable, the system said there was no venue with

food = y and the previous goal for food wasgfood = z, wherez &= y.

6. The parent goal is applicable, the system said there was a venue withfood =

y and the previous goal for food wasgfood = ÒN/AÓ.

7. The parent goal is applicable, the system said there was a venue withfood =

y and the previous goal for food wasgfood = y.

8. The parent goal is applicable, the system said there was a venue withfood =

y and the previous goal for food wasgfood = dontcare.

9. The parent goal is applicable, the system said there was a venue withfood =

y and the previous goal for food wasgfood = z, wherez &= y.

10. The parent goal is applicable, the system did not inform about venues and

the previous goal for food wasgfood = ÒN/AÓ.

11. The parent goal is applicable, the system did not inform about venues and

the previous goal for food wasgfood = dontcare.

12. The parent goal is applicable, the system did not inform about venues and

the previous goal for food wasgfood = z.

The index of the parameter set to be used is determined by the+(x!) function.

In the previous section,+(x!) was simply used to provide a notation for mapping

from combinations of the variable values to indices of the parameter set. The

only change here is that many combinations of values may now give the same

parameter set. The- (x!, x0) function, on the other hand, gives the index within
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the parameter set that must be used. For example, when the parent goal is

applicable, the system said there was no venue withfood = y and the previous

goal for food wasgfood = z for some food valuez &= y, excluding N/A and

dontcare, then the parameter set is 5 and the di! erent possible indices (values of

- (x !, x0) are,

1. g!
food = ÒN/AÓ

2. g!
food = y (the value which the system said there was no venue for)

3. g!
food = dontcare (the user changes their mind and no longer cares about

the type of food)

4. g!
food = gfood (the user keeps the same goal)

5. g!
food = z, wherez &= y and z &= gfood (the user changes to another goal)

In this example, the numbers of tied values will ben5,l = 1, for l = 1, . . . , 4 and

n5,5 equal to the number of types of food minus one.

When such an approach to parameter tying is used, the computations required

by the algorithm remain largely unchanged. The target functions to be matched

are:

p%(÷xj ) =
%

x :xj =÷xj

&

i

q\ (xi )Eq\ (
( !

' (x ! ),) (x )

n' (x ! ),) (x )
) (7.41)

p%( ÷! !
j ) = w0q\ ( ÷! !

j ) +
%

k

wk
÷( !

j,k q\ ( ÷! !
j ) (7.42)

where,

w0 =
%

l$= j

%

x :' (x ! )= l

&

i

q\ (xi )Eq\ (! !
l )

(
( !

l, ) (x )

nl, ) (x )
)

wk =
1
nk

%

x :' (x ! )= j, ) (x )= k

&

i

q\ (xi )

Appropriate approximation functions are computed as in Section7.3, using

the above equations for calculating the relevant weights. Note, however, that the

updates do change slightly because of the e! ect of the nil . Algorithm 6 is used

as before with Equation7.42deÞning the target distribution to match instead of

Equation 7.18.
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7.5 Parameter learning for re-scoring semantics

Evaluation of the learned parameters is not necessarily a simple task. Ideally

one should show that the performance of the dialogue manager improves when

learned parameters are used. However, evaluation of the dialogue manager is

time consuming and can be expensive when human users are required.

An alternative is to evaluate the dialogue managerÕs user model by using it to

re-score the hypothesised semantics. This has the advantage that all experiments

can be run o! -line. A user model which gives higher likelihoods to semantics

which are correct is one that models the environment well.

After running the belief updating algorithm, the system will have computed

marginal distributions for all nodes in the Bayesian network. These marginals

represent the posterior probability for the possible values of the node given all

available evidence. The marginals of the node storing the userÕs true action,

denotedu in Chapter 3, will then give the systemÕs best estimate of the action

given both the probabilities assigned by the semantic decoder and the dialogue

context.

Evaluation of the dialogue managerÕs internal user model can therefore pro-

ceed by simply evaluating the estimated marginals, using any of the metrics from

Appendix F. In fact, this approach of re-scoring the semantics provides an al-

ternative use for the parameter learning techniques described here. E! ective use

of parameter learning will allow a system to improve its estimates of the userÕs

semantics by including the dialogue context in the probability estimates.

7.5.1 Simulated evaluation on TownInfo

As an example of semantic re-scoring, consider the extendedTownInfo system

discussed in Section7.1. Using the simulated user described in Chapter5, a

corpus of 1000 dialogues was generated. This corpus was used to train a set

of user model parameters as described above. A testing corpus of 50 dialogues

was then generated and used to test the re-scoring capability of the parameters.

Parameters for all goals were tied as in Section7.4.

Table 7.2 shows the results of various metrics on the the re-scored semantics.

The table compares four approaches: a system with parameters trained from the
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true user actions in the 1000 simulated dialogues (Learned), a system trained on

the hypothesised user acts in the 1000 simulated dialogues (Learned (noisy)), a

system with no re-scoring (simply taking the conÞdences given by the semantic

decoder) and a system with hand-crafted parameters. Various metrics are given,

which are all described in AppendixF. Both learned systems use uninformative

priors. The metrics are the Oracle Semantic Accuracy (OAcc), Top Semantic

Accuracy (TAcc), Normalized Cross Entropy (NCE), Act-level L2 score (AL2),

Item-level L2 score (IL2), Act-level Cross Entropy (ACE) and Item-level Cross

Entropy (ICE). The Þrst three scores show improvements as increases in the

metric value, while the Þnal four metrics show improvements as decreases in the

metric value.

OAcc TAcc NCE AL2 IL2 ACE ICE

Learned 92.0 81.2 0.605 46.7 50.2 1.173 0.950

Learned (noisy) 92.0 81.0 0.616 47.6 50.9 1.211 0.970

Hand-crafted 92.0 78.5 0.455 53.1 55.1 1.521 1.231

No re-scoring 92.0 72.5 0.541 51.8 53.8 1.361 1.056

Table 7.2: Semantic error rates after re-scoring simulated data based on hypoth-

esised semantics for the entire dialogue.

In a live dialogue system, the dialogue manager would not have access to

the full list of semantic hypotheses, for all turns in the dialogue. At most, the

system will have access to the dialogue history up until that point. Table7.3

shows the results of o! -line rescoring when the user model is restricted to use

only information available up until a given time. Evaluating the system without

the full information in the dialogue allows one to test how e! ective the semantic

re-scoring would be in a real-world setup.

The two tables show that the parameter learning dramatically improves the

systemÕs estimates of the true user act. All metrics are improved, both when

using only the forward information and when using the full dialogue. Interest-

ingly, the hand-crafted parameters actually perform worse on some of the metrics

than simply using the conÞdences provided by the semantic decoder. The hand-

crafted parameters were chosen to improve performance of the dialogue manager
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OAcc TAcc NCE AL2 IL2 ACE ICE

Learned 92.0 79.2 0.581 49.0 51.7 1.232 0.987

Learned (noisy) 92.0 79.9 0.597 49.6 52.0 1.262 0.999

Hand-crafted 92.0 77.1 0.427 56.2 56.8 1.600 1.269

No re-scoring 92.0 72.5 0.541 51.8 53.8 1.361 1.056

Table 7.3: Semantic error rates after re-scoring simulated data based on only

hypothesised semantics from only the past dialogue history at each turn.

when using the goal nodes for features. It appears that these parameters do not

necessarily result in good estimates of the userÕs semantics.

Another interesting feature of these results is that the vast majority of the gain

from using the trained parameters can be realised using the hypothesised seman-

tics. These parameters are trained in an unsupervised setting and do not require

any annotations. The only information required for learning these parameters is

the structure of the user model.

7.5.2 User data evaluation on TownInfo

One of the advantages of the parameter learning algorithms described above is

that they can be used o! -line to learn from human user data. As an example

evaluation, the 648 dialogues in theTownInfo corpus described in Chapter6 was

used as a test set for parameter re-scoring1. A separate trial was conducted for the

same domain and resulted in a further 728 dialogues2. These 728 dialogues were

used for training the parameters. The results of rescoring using these parameters

are given in Tables7.4 and 7.5.

The results show that rescoring performance does generally improve when the

parameters are learned, although it is clear that the improvements are signiÞ-

cantly smaller on human data than on simulated data. There are several reasons

why this might be the case. One is that the oracle accuracy provided by the

semantics decoder is signiÞcantly lower, and there is therefore much less room for

1Note that the additional 216 dialogues were recorded using a separate Hidden Information
State dialogue manager not described here.

2The separate trial used di! erent subjects and di! erent task speciÞcations
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OAcc TAcc NCE UL2 IL2 ACE ICE

Learned 79.2 74.2 0.075 58.8 62.1 3.226 1.659

Learned (noisy) 79.2 73.6 0.023 59.9 62.9 3.316 1.695

Hand-crafted 79.2 74.6 0.013 60.9 62.3 3.370 1.711

No re-scoring 79.2 73.3 -0.026 60.6 62.9 3.259 1.675

Table 7.4: Semantic error rates after re-scoring trial data based on hypothesised

semantics for the entire dialogue.

OAcc TAcc NCE UL2 IL2 ACE ICE

Learned 79.2 74.0 0.069 59.0 62.2 3.231 1.664

Learned (noisy) 79.2 73.6 0.023 59.9 62.9 3.316 1.695

Hand-crafted 79.2 74.2 0.009 61.1 62.5 3.359 1.713

No re-scoring 79.2 73.3 -0.026 60.6 62.9 3.259 1.675

Table 7.5: Semantic error rates after re-scoring trial data based on hypothesised

semantics from only the past dialogue history at each turn.

improvement. Another is that the confusions in the human data are signiÞcantly

more di" cult to distinguish using only dialogue context.

7.6 Parameter learning for improving the dia-

logue manager

While semantic re-scoring does provide an e! ective method for evaluating the

user model parameters in o$ ine experiments it is important to ensure that the

parameters do improve the performance of the full dialogue system. To this end,

two systems were trained using the extendedTownInfo system discussed in

Section 7.1. Given a set of user model parameters, the system policy for each

system was optimised using the NAC algorithm on 200,000 dialogues with a user

simulator. All systems use the same features, simulator, and learning algorithm.

The results of the experiment are provided in Figure7.4. The two systems

tested are:
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7. PARAMETER LEARNING

Figure 7.4: The e! ect of parameter learning on dialogue manager performance.

¥ Learned: A system using user model parameters obtained from training on

1000 simulated dialogues. The true user acts were used for each turn during

parameter training.

¥ Hand-crafted: A system using a user model where the parameters were

hand-crafted.

One can see from the Þgure that the trends in semantic re-scoring performance

obtained in Section7.5.1 are reproduced in dialogue management performance.

As one would hope, the use of parameters learned from data signiÞcantly outper-

forms outperforms the system with hand-crafted parameters.

7.7 Conclusion

Considering that both the semantic re-scoring and the dialogue management per-

formance improve with parameter learning, the choice of parameters is clearly an

124



7.7 Conclusion

important issue. Expectation Propagation gives an e! ective method for imple-

menting parameter learning on large tasks with minimal annotations. As this

chapter has shown, optimised parameters allow one to leverage the beneÞts al-

ready achieved by Partially Observable Markov Decision Process systems.
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CHAPTER 8

CONCLUSION

This thesis has shown that Bayesian approaches for handling the uncertainty in a

dialogue result in signiÞcant improvements in system performance. Various algo-

rithms were developed to enable computationally e" cient, approximate updates

for highly complex real-world systems. The parameters for the belief updating

models can be learned on data that is not annotated for dialogue state, which

makes the application of such models for new tasks relatively simple.

Using reinforcement learning, one can learn optimal policies for a given task.

The development of these policies requires little human involvement, since all

policy decisions are learned automatically. This also simpliÞes the design process

of a dialogue system for new domains.

Both simulation and human experiments have shown that the statistical ap-

proaches presented in this thesis outperform traditional approaches. The statis-

tical framework results in improved handling of uncertainty, improved re-scoring

ability of the user model, improved decision making of the policy and Þnally,

improved overall performance of the dialogue system.

In summary, the approaches described here have several key advantages when

compared to alternative approaches. When compared to traditional hand-crafted

approaches there are three main advantages:

¥ System performance is more robust to noise.
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8. CONCLUSION

¥ Policies are learned automatically and do not require as much designer

e! ort.

¥ The learned policies improve performance over hand-crafted policies.

When compared to alternative, statistically based systems some of the advan-

tages are that:

¥ Belief updates are more computationally e" cient.

¥ SigniÞcantly larger systems can be built.

¥ More ßexibility is allowed (e.g. usersÕ goals can change).

¥ Parameters can be learned without annotations of dialogue state.

There are, however, two major issues remaining with the statistical framework

described here. The Þrst is that the system designer must pre-deÞne a Bayesian

network describing the domain, often by using an ontology of the concepts that

the user may talk about. This is a signiÞcant improvement over explicitly writing

rules for what the system should say, but it does require a certain level of domain

knowledge. In the future it would be preferable if the domain structure could be

discovered automatically through unsupervised learning. This would then enable

systems to be built for arbitrary domains with almost no human intervention.

A second major issue is that e! ective policy learning requires a suitable simu-

lator. Current simulation techniques require large amounts of development time,

which makes changing the domain of a system di" cult. The methods developed

for automatic learning of the systemÕs user model could be extended to user sim-

ulation. Future work will need to establish how e! ective a learned simulator can

be.

Once techniques are developed for learning both the domain and the sim-

ulation environment, the statistical approach to dialogue management has the

potential to cause a major paradigm shift in the development of spoken dialogue

systems. Further research should enable spoken dialogue systems to be easily

built for a wide variety of applications. The hope is that these systems will

provide services that would otherwise be impossible.
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APPENDIX A

DIALOGUE ACTS FORMATS

Dialogue acts provide a representation of the underlying meaning of a userÕs

utterance. Various dialogue act taxonomies have been developed (SeeTraum

(2000) for a discussion on various taxonomies). The dialogue acts used in this

thesis follow the CUED dialogue act taxonomy.

CUED dialogue acts are represented as the combination of a dialogue acttype

followed by a (possibly empty) sequence of dialogue actitems,

acttype (a = x, b = y, ...! "# $
act items

).

The acctype denotes the type of dialogue act, for examplerequest , inform , or

conÞrm. The act items,a=x, b=y, etc., will be either attribute-value pairs such as

type=Chinese or simply an attribute name or value. Examples of the latter cases

includerequest(addr) , meaning ÒWhat is the address?Ó andinform(=dontcare) ,

meaning ÒI donÕt careÓ.

A complete listing of all dialogue act types and their meaning is given in Table

A.1.
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A. DIALOGUE ACTS FORMATS

Act System User Description

hello()
, ,

start dialogue

hello(a=x,b=y,...) "
,

start dialogue and give information a=x, b=y, ...

silence() "
,

the user was silent

thankyou() "
,

non-speciÞc positive response from the user

ack() "
,

back-channel eg Óuh uhÓ, ÓokÓ, etc

bye()
, ,

end dialogue

hangup() "
,

user hangs-up

inform(a=x,b=y,...)
, ,

give information a=x, b=y, ...

inform(name=none)
,

" inform that no suitable entity can be found

inform(a!=x,...) "
,

inform that a is not equal to x

inform(a=dontcare,...) "
,

inform that a is a ÓdonÕt careÓ value

request(a)
, ,

request value of a

request(a,b=x,...)
, ,

request value for a given b=x ...

reqalts() "
,

request alternative solution

reqalts(a=x,..) "
,

request alternative consistent with a=x,...

reqalts(a=dontcare,..) "
,

request alternative relaxing constraint a

reqmore()
,

" inquire if user wants anything more

reqmore(a=dontcare)
,

" inquire if user would like to relax a

reqmore() "
,

request more information about current solution

reqmore(a=x,b=y,...) "
,

request more info given a=x, b=y ...

conÞrm(a=x,b=y,..)
, ,

conÞrm a=x,b=y,..

conÞrm(a!=x,..)
, ,

conÞrm a != x etc

conÞrm(name=none) "
,

conÞrm that no suitable entity can be found

confreq(a=x,..,c=z, d)
,

" conÞrm a=x,..,c=z and request value of d

select(a=x,a=y)
,

" select either a=x or a=y

a" rm()
, ,

simple yes response

a" rm(a=x,b=y,...)
, ,

a" rm and give further info a=x, b=y, ...

negate()
, ,

simple no

negate(a=x)
, ,

negate and give corrected value for a

negate(a=x,b=y,...)
, ,

negate(a=x) and give further info b=y, ...

deny(a=x,b=y) "
,

no, a!=x and give further info b=y, ...

repeat()
, ,

request to repeat last act

help() "
,

request for help

restart() "
,

request to restart

null()
, ,

null act - does nothing

Table A.1: The CUED Dialogue act set, reproduced fromSchatzmann(2008).
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APPENDIX B

PROOF OF GROUPED LOOPY

BELIEF PROPAGATION

Consider the update for the portion of a factor graph shown in FigureB.1. The

variables under consideration areX = ( X 1, X 2, . . . , X m), variable values arex =

(x1, x2, . . . , xm), the approximating function q(xi ) and the cavity distribution

is q\ (xi ). Note that the identiÞcation of the factor, $, has been removed for

simplicity.

X2

Xm

X1

X3
É

Figure B.1: A portion of a factor graph.

Now assume a partitioning of the values of each variable. The partition for

X i is denoted here by the setsZi, 1, Zi, 2, . . . , Zi,N i , where the sets are mutually

exclusive and their union is the set of all values forX i . In the k-best approach

discussed in Chapter4 these would consist of a series of singleton sets along with

a set of all remaining options.
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B. PROOF OF GROUPED LOOPY BELIEF PROPAGATION

The Expectation Propagation algorithm is now applied using an approxima-

tion where q(x) =
)

i qi (xi ) and q(xi ) = qi, " for all xi ! Zi, " . The qi, " are the

parameters of this approximation.

The target and approximating distributions are deÞned as with standard LBP,

p%(x) = f (x)
&

i

q\ (xi ),

q(x) =
&

i

qi (xi ).

The quantity that needs to be minimized is the KL-divergence,

KL (p%||q) =
%

x

p%(x) log
p%(x)
q(x)

,

= , #
%

x

8

f (x)
&

i

q\ (xi )

9

log
&

i

qi (xi ),

where, is a constant.

The KL-divergence must be minimized subject to the constraints
( ki

" =0 |Zi |qi, " =

1 for eachi . Adding Lagrange multipliers, " i , gives the following objective:

. = KL (p%||q) +
%

i

" i (1 #
ki%

" =0

|Zi |qi, " ). (B.1)

Setting the derivative with respect toql, " to 0 gives

" l |Zl |ql, " =
%

x :xl " Z l, !

f (x)
&

i

q\ (xi ). (B.2)

Many of the q\ (xi ) factors in the above sum will be the same by virtue of

being in the same group. These values can therefore be factored out of the sum.

To write this as an equation some more notation is deÞned. First, a set is needed

to deÞne all vectors of partition indices, called combinations of the groups:

C = { c = ( c1, c2, . . . , cm) : ci = 0, 1, . . . , ki for eachi } . (B.3)

When only a given group,Zl, " , is going to be considered for one variable while

the other variables roam freely, one obtains the set:

Cl," = { c ! C : cl = %} . (B.4)
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Given a combination of groups,c ! C, it will be necessary to sum allx values

that correspond toc. The iteration and resulting sum are deÞned by,

Yc = { x : xi ! Zi,c i for every i } (B.5)

f (c) =
%

x " Yc

f (x) (B.6)

(B.7)

Using this new notation, EquationB.2 can be simpliÞed by rearranging and

factoring out the constantq\ (Zi, " ) terms:

" l |Zl |ql, " =
%

c" Cl, !

&

i

q\ (Zi, " )
%

x " Yc

f (x), (B.8)

=
%

c" Cl, !

&

i

q\ (Zi, " )f (c) (B.9)

Hence,

ql, " %
1

|Zl |

%

c" Cl, !

&

i

q\ (Zi, " )f (c), (B.10)

ql (Zl, " ) %
1

|Zl |

%

c" Cl, !

&

i $= l

q\ (Zi, " )f (c). (B.11)

The update equation that results from minimizing the KL-divergence using

this approximation is very similar to the standard LBP equations. Instead of

iterating over all the combinations of values, the iteration is over the combinations

of groups.
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APPENDIX C

EXPERIMENTAL MODEL FOR

TESTING BELIEF UPDATING

OPTIMISATIONS

In order to do an experimental analysis of the e! ect of the number of time-slices

in the loopy belief propagation algorithm, a set of simple Bayesian networks were

built. These give an abstraction of the type of structures that are present in

dialogue systems. Each time-slice of the network consists of a tree of goal nodes

with depth D and branching factorB , along with an observation node for each

goal node. Each node may takeB +1 di ! erent values, labeled ÒN/AÓ, 1, 2, . . . , B.

The observation nodes each depend on their associated goal node with obser-

vation probability given by:

p(o|g) =
3 5

B +5 if o = g
1

B +5 otherwise
. (C.1)

Each goal node has an associated parent goal, denotedgp. Each value of the

parent goal is associated with exactly one child node. The child goal will only

take the values 1, . . . , B in cases when the parent goal has this value, labeleda.

In all other cases the child goalÕs value will be ÒN/AÓ. The probability of moving
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C. EXPERIMENTAL MODEL FOR TESTING BELIEF
UPDATING OPTIMISATIONS

to a particular goal g! given the previous goalg is then:

p(g!|g, gp &= a) =
3

1 if g! = ÒN/A Ó
0 otherwise

, (C.2)

p(g!|g, gp = a) =

4
5

6

0 if g! = ÒN/A Ó
5

B +4 if g! = g &= ÒN/A Ó
1

B +4 otherwise
. (C.3)

(C.4)

In the Þrst turn, a simple uniform distribution is used instead of the last two

probabilities above - i.e.p(g!|g, gp = a) = 1
B for g! = g &= ÒN/A Ó.

This abstraction allows several tests of how the di! erent algorithms compare

in speed for tasks of various complexity. Computation times using a depth of 0

and 2 are given in Figures4.2 and 4.3 of Section .
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APPENDIX D

THE SIMULATED CONFIDENCE

SCORER

The simulated conÞdence scorer is based on a few key assumptions

¥ There areA possible dialogue acts

¥ The size of the output list is known and is denotedNe

¥ For each item in the list:

Ð There is a constant probability of confusion,er , called the confusion

rate.

Ð If confused, then an act is equally likely to be confused into any other

act. i.e. the probability is 1
A# 1 for every other act. (Note that this is

a gross assumption and is not how the confusion model operates).

The conÞdence score is computed using BayesÕ theorem on the number of

times the act is generated. Suppose the true act wasa. Let a be a sequence of N

acts, wherea1 observedn1 times, a2 is observedn2 times, ... , andam is observed
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D. THE SIMULATED CONFIDENCE SCORER

nm times. Then:

P(a|a = ak) = (1 # er )nk (
er

A # 1
)Ne# nk (D.1)

P(a|a &!{ a1, . . . , am} ) = ( er / (A # 1))Ne (D.2)

The conÞdence score generator will assign conÞdence equal top(ak|a). As-

suming a uniform prior probability for all actions gives:

P(a &!{ a1, . . . , am} ) =
A # m

A
(D.3)

P(a = ak) =
1
A

i ! 1. . . m (D.4)

Bayes rule can then be used with the above equations to givep(ak|a):

P(ak|a) =
P(a|ak)P(ak)

P(a)
(D.5)

=
1
A (1 # er )nk ( er

A# 1)Ne# nk

1
A

( m
i =1 (1 # er )ni ( er

A# 1)Ne# ni + A# m
A (er / (A # 1))Ne

(D.6)

In all simulations, the error rate for simulating conÞdence scores was set to

0.2, in order to force the simulator to behave as if it did not have knowledge of

the environment.
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APPENDIX E

MATCHING THE DIRICHLET

DISTRIBUTION

To run the Expectation Propagation algorithm with a Dirichlet approximation,

as in Chapter 7, one must Þnd parameters$ % (of dimension N( ) to minimize

KL (p%|q), where:

q(! ) %
N%&

j =1

(
( "

j # 1
j , (E.1)

p%(! ) % w0Dir ($ ) +
N%%

j =1

wj ( j Dir (! ; $ ), (E.2)

Dir (! ; $ ) =
&(

( N%
j =1 , j )

) N%
j =1 &(, j )

N%&

j =1

( ( j # 1. (E.3)

Here,Dir (! ; $ ) denotes the Dirichlet distribution and & is the gamma function:

&(z) =
' &

0
tz# 1 exp# t dt (E.4)

The gamma function has one useful property which will be used here, obtained

by using di! erentiation by parts on the deÞnition:

&(z) = ( z # 1)&(z # 1) (E.5)
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E. MATCHING THE DIRICHLET DISTRIBUTION

Denoting %j as the zero vector with 1 at positionj , one can rewrite the

components ofp% as follows:

wj ( j Dir (! ; $ ) % wj ( j
&(

(
i , i ))

i &(, i )

&

i

( ( i # 1
i (E.6)

% wj
&(

(
i , i ))

i &(, i )
( ( j

j

&

i $= j

( ( i # 1
i (E.7)

% wj
&(

(
i , i ))

i &(, i )

&(, j + 1)
)

i $= j &(, i )

&(
(

i , i + 1)
Dir (! ; $ + %j ) (E.8)

% wj
&(

(
i , i )

&(, j )
&(, j + 1)

&(
(

i , i + 1)
Dir (! ; $ + %j ) (E.9)

% wj
&(

(
i , i )

&(, j )
, j &(, j )

(
(

i , i )&(
(

i , i )
Dir (! ; $ + %j ) (E.10)

% wj
, j(
i , i

Dir (! ; $ + %j ) (E.11)

Hencep% can be written as a mixture of Dirichlet distributions:

p%(! ) = w%
0Dir (! ; $ ) +

%

j

w%
j Dir (! ; $ + %j ), (E.12)

where,

w%
0 % w0, (E.13)

w%
j % wj

, j(
i , i

, (E.14)

N%%

i =0

w%
i = 1. (E.15)

Suppose then thatq(! ) - Dir ($ %). The function that must be minimized is:

KL (p%|q) = #
'

!
p%(! ) log

q(! )
p%(! )

d! , (E.16)

= k1 #
'

!
p%(! ) log q(! )d! , (E.17)

= k1 # w%
0

'

!
Dir (! ; $ ) log Dir (! ; $ %)d! (E.18)

#
%

i

w%
i

'

!
Dir (! ; $ + %i ) log Dir (! ; $ %)d! . (E.19)
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wherek1 is an arbitrary constant. Now,

)
), %

j

'

!
Dir (! ; $ ) log Dir (! ; $ %) (E.20)

=
)

), %
j

'

!
Dir (! ; $ )

8

log&(
N%%

i =1

, %
i ) #

N%%

i =1

&(, %
i ) +

N%%

i =1

(, %
i # 1) log(( i )

9

(E.21)

=
)

), %
j

8

log&(
N%%

i =1

, %
i ) #

N%%

i =1

&(, %
i ) +

N%%

i =1

(, %
i # 1)EDir (! ;# ) log(( i )

9

(E.22)

A well-known property of the Dirichlet distribution, Dir (! ; $ ), is that:

E(log ( j ) = ' (, j ) # ' (
N%%

i =1

, i ).

where ' is the digamma function,

' (z) =
d
dz

log&(z).

Hence:

)
), %

j

'

!
Dir (! ; $ ) log Dir (! ; $ %) = ' (

N%%

i =1

, %
i )# ' (, %

j )# ' (
N%%

i =1

, i )+ ' (, j ) (E.23)

Setting the derivative of the full KL divergence (EquationE.19) with respect

to ( %
j to 0 gives:

0 =
N%%

i =0

w%
i (' (, %

j ) # ' (
N%%

k=1

, %
k)) # w%

0(' (, j ) # ' (
N%%

i =1

, i ))

#
N%%

i =1

w%
i (' (, j + / ij ) # ' (

N%%

k=1

, k + 1))

Using the fact that
( N%

j =1 w%
j = 1, one obtains for everyj that:

' (, %
j ) # ' (

N%%

k=1

, %
k) = w%

0(' (, j ) # ' (
N%%

i =1

, i ))+
N%%

i =1

w%
i (' (, j + / ij ) # ' (

N%%

k=1

, k +1))

(E.24)
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E. MATCHING THE DIRICHLET DISTRIBUTION

The digamma function, ' (z), has a useful recurrence relation which will now

be used to simplify the above equation:

' (z + 1) =
)
) z

log&(z + 1) =
)
) z

(log &(z) + log z) = ' (z) +
1
z

(E.25)

After using this property, Equation E.24 becomes:

' (, %
j ) # ' (

N%%

k=1

, %
k) = w%

0

:

' (, j ) # ' (
N%%

i =1

, i )

;

+
N%%

i =1

w%
i

:

' (, j ) +
/ ij

, j
# ' (

N%%

k=1

, k) #
1

( N%
k=1 , k

;

= ' (, j ) # ' (
N%%

k=1

, k) +
w%

j

, j
#

1 # w%
0( N%

k=1 , k

A suitable $ % can found to match this using standard techiques. Further

details are given in Chapter7 and also in Section 3.3.3 ofPaquet (2007) and

Minka (2003).
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APPENDIX F

CONFIDENCE SCORE QUALITY

E! ective conÞdence scores are a key requirement for handling uncertainty in any

spoken dialogue system. Partially observable systems are particularly suscepti-

ble to the e! ects of conÞdence score quality. When a conÞdence score is low, a

partially observable model will place very little belief in the corresponding hy-

pothesis. If the conÞdence scores are frequently low for correct hypotheses then

a sophisticated model using the scores may be worse o! than one which ignores

them.

Unfortunately, the use of multiple hypotheses in spoken dialogue systems is a

relatively new area of research. As a result, many speech recognisers give unsat-

isfactory conÞdence scores when asked to provide anN -best list of speech recog-

nition hypotheses. Even if the speech recognition conÞdence scores are useful, it

is not obvious how to join conÞdence scores from speech recognition hypotheses

giving the same semantics.

This appendix will introduce various evaluation metrics for evaluating seman-

tic conÞdence scores with multiple hypotheses. The use of these metrics allows

one to ensure that the system is given conÞdence scores that are beneÞcial to

performance and not harmful. The metrics in this appendix are based on similar

ideas to the log-loss and Brier scores discussed inBohus (2007). The appendix

begins by introducing a few common conÞdence scoring techniques and then lays
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F. CONFIDENCE SCORE QUALITY

a framework for evaluation metrics. A series of metrics for evaluating such an-

notation schemes are introduced and in the process, two key characteristics are

established as pre-requisites for a suitable metric. Four new metrics are pro-

posed which have both of these characteristics. The appendix concludes with an

example evaluation of various conÞdence annotation schemes.

Note that throughout this appendix, the symbols used will have di! erent

meanings to the rest of the thesis. In particulara, B, h and u should not be

confused with the system action, system beliefs, history and user action as deÞned

before. In this appendix only they will denote di! erent concepts.

F.1 Generating conÞdence scores

In a spoken dialogue system, the list of dialogue acts is computed by the semantic

decoder, and depends on the list of Speech To Text (STT) hypotheses. The

conÞdence scores of these acts must clearly depend on the conÞdences of the STT

hypotheses. Assigning conÞdences to speech recognition outputs is an active area

of research and there are several approaches which can be used.

One technique for choosing speech recognition conÞdence scores is to Þrst

construct the confusion network from lattices output by the speech recogniser

(Evermann & Woodland, 2000). Each word arc in the confusion network has

a log posterior associated which is used in a dynamic programming search to

construct an N-Best list. The summation of these log posteriors is called the

inference evidenceand after exponentiating and renormalising this is used for

the sentence-level score. ConÞdences on the semantics can then be calculated by

summing the sentence-level scores for all sentences which are parsed as the same

dialogue act. This approach will be denoted byInfEv .

An alternative approach, denoted byAvgWord , is to calculate the average of

the word level conÞdence scores in the speech recognition lattice path resulting in

the given speech hypothesis. The apendix will also discuss the results from a third

baseline approach, denotedConst , which simply assigns a constant conÞdence

to all hypotheses. The reader should note that many other conÞdence annotation

schemes have been developed and the above are used only as a demonstration of
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F.1 Generating conÞdence scores

how the metrics developed can be used for comparison. A review of conÞdence

annotation schemes is given inJiang (2005).

Once conÞdence scores have been assigned to the STT hypotheses, suitable

conÞdence scores must be found for the output of the semantic decoder. Two

possible approaches are discussed here. One adds the conÞdences from STT

hypotheses which result in the same semantics (Sum), while the other chooses

the maximum STT conÞdence (Max ). In both cases the resulting conÞdences

are then rescaled so that the sum of all conÞdence scores is 1. In association with

the three STT conÞdence scoring schemes, this results in Þve di! erent overall

schemes, presented below (theConst-Max scheme is not considered).

AvgWord-Sum Average of all word-level conÞdence scores is used for each

STT hypothesis, with conÞdences summed from hypotheses resulting in the

same semantics,

AvgWord-Max Average of all word-level conÞdence scores is used for each

STT hypothesis, with the maximum conÞdence score used for hypotheses

resulting in the same semantics

Const-Sum A count of the number of STT hypotheses resulting in the

same semantics is used for each possible semantic hypothesis,

InfEv-Sum Exponentiated inference evidence is used for each STT hy-

pothesis, with conÞdences summed from hypotheses resulting in the same

semantics

InfEv-Max Exponentiated inference evidence is used for each STT hy-

pothesis, with the maximum conÞdence score used for hypotheses resulting

in the same semantics

Note that in all cases, the scores are renormalised to sum to 1. The probability

that the hypothesis is not in the list is left for the dialogue manager to handle.

In future work it will be necessary to estimate a probability for this as well.
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F.2 An evaluation framework

The characteristics of the di! erent metrics that will be deÞned can be observed

by evaluating the results of di! erent speech recognition and semantic decoding

conÞgurations for a Þxed data set. To this end, evaluations in this appendix use

a corpus of 648 dialogues with semantic and speech recognition transcriptions.

A detailed description of the trial used to produce this corpus is described in

Chapter 6. All experiments are o! -line and use the same corpus, which is called

TownInfo . In order to test the e! ects of decreases in recognition performance,

synthetic noise was added to the data o$ ine. Three versions of the corpus were

computed, corresponding to Signal to Noise Ratios (SNR) of 3.5dB (High noise),

10.2dB (Medium noise) and 35.3dB (No noise).

Evaluation of a semantic parser is similar to the evaluation of any other clas-

siÞer with multiple outputs. In evaluating a speech recogniser, for example, one

compares words with a reference transcription. In the case of a semantic parser

either the dialogue acts as a whole or the semantic items are compared.

Central to the evaluation is the format used for dialogue acts. This typically

depends on the task and there is no generally accepted standard. One approach,

which will be used here is the one introduced in Section2.1.2. Dialogue acts

are composed of a series ofsemantic itemswhose order is unimportant. These

semantic items might represent attribute-value pairs or more abstract dialogue

act types, which distinguish for example whether the utterance was requesting

or giving information. An example utterance, along with reference dialogue acts

and semantic items as well as act and item hypothesis lists are given in TableF.1.

A detailed description of the dialogue act formats used throughout the thesis is

given in Appendix A.

The use of either exact matches of dialogue acts or partial matches given by

counting the matching semantic items give rise to two sets of metrics. Matches

at a dialogue act level may be more appropriate if there are strong dependencies

between semantic-items whereas item-level matching may give a better overall

evaluation of the semantic parser. If the conÞdences are given only at an act

level, they are converted to an item level score by summing the conÞdences over

acts containing the item.
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Utterance: IÕd like um an expensive hotel please

Ref. Act: inform(type=hotel, pricerange=expensive)

Ref. Items: (inform, type=hotel, pricerange=expensive)

Hyp. Acts: inform(type=hotel, pricerange=expensive) 0.9

inform(type=hotel, pricerange=inexpensive) 0.1

Hyp. Items: inform 1.0

type=hotel 1.0

pricerange=expensive 0.9

pricerange=inexpensive 0.1

Table F.1: Example utterance with the reference dialogue act (Ref. Act), refer-

ence semantic items (Ref. Items), example act hypothesis list (Hyp. Acts) and

semantic item hypothesis list (Hyp. Items). ConÞdences scores are shown in the

third column.

When deÞning the item-level metrics it is simpler to consider the set of all

semantic items rather than just those hypothesised. Semantic decoding then

becomes a task of choosing whether the semantic item is correct for a given

utterance. In practice, implementation may restrict calculations to the semantic

items actually hypothesised or in the reference but conceptually matches are

compared by summing over all possibilities.

Most of the notation that will be used in deÞnitions is common to all metrics.

Starting with an item-based approach, let the number of utterances beU and

let W denote the number of all available semantic items. Givenu = 1 . . . U and

w = 1 . . . W let:

cuw =

4
5

6

ConÞdence assigned to the hypothesis that the
wth semantic item is part of utteranceu,
0 if none was assigned

/ uw =
3

1 if the wth item is in the reference foru
0 otherwise

Nw = Total number of reference semantic items,

=
%

uw

/ uw .

In the example from TableF.1, the conÞdencescuw are all zero except for those
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corresponding to the semantic items ÒinformÓ, Òtype=hotelÓ, Òpricerange=expensiveÓ

and Òpricerange=inexpensiveÓ which are 1.0, 1.0, 0.9 and 0.1, respectively. In the

case of metrics deÞned at an act-level, a slight variation in notation is used. Let

the number of hypothesised or reference acts beH and denote forh = 1 . . . H :

cuh =
3

ConÞdence assigned to thehth act being the correct
parse for utteranceu, 0 if none was assigned

/ uh =
3

1 if the hth act is the correct parse foru
0 otherwise

F.3 ConÞdence scoring metrics

F.3.1 Weighted conÞdence scores

A simple possibility for evaluating conÞdence scores is to weight traditional met-

rics to take account of the conÞdence. Whatever error function is used is replaced

with an expected value over the conÞdence scores. Similarly the number of hy-

pothesised items is replaced with an expected number.

One example of this approach is to convert the semantic error rate into a

conÞdence weighted form. For each acta hypothesised for utteranceu, the items

contained ina are matched with the items contained in the reference and the sum

of the item substitutions, deletions and insertions are calculated and denotedeua.

The conÞdence weighted semantic error rate is then:

WSER =
1

Nw

%

u,h

cuh euh . (F.1)

When using conÞdence-weighted metrics for evaluation, it soon becomes ob-

vious that good conÞdence scores are not necessarily reßected in an improved

score. As shown in FigureF.1, conÞdence weighted error rates actually increase

with the number of hypotheses. This is counter-intuitive since the larger list has

more information and should perform better.

A theoretical explanation for this issue comes by examining the choices made

by the conÞdence scorer. Suppose that the scorer has some beliefsB about the

semantics of each utterance and aims to optimise the expected value of the metric
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Figure F.1: Plot of conÞdence weighted semantic error (WSER) against size

of the STT N-best list. ConÞdence scores are calculated using theInfEv-Sum

scheme.

under its beliefs. Under the error rate metric this corresponds to optimising:

E(
%

u,h

cuh euh |B) =
%

u,h

cuh E(euh |B). (F.2)

Given the constraints
(

h cuh = 1 and cuh ) 0, the optimum is achieved by setting

cuh" = 1 for the hypothesish% with minimum expected error. Added hypotheses

will always result in worse expected semantic error rates. This suggests severe

deÞciencies in the metric as no credit is being given to the accuracy of the conÞ-

dence scores. ConÞdence weighted recall, precision or F-scores can also be deÞned

but su! er from similar problems. FigureF.2 shows how the conÞdence weighted

recall and precision both degrade with large N-best lists.

F.3.2 NCE scores, Oracle rates and other metrics

One common metric for evaluating speech recognition conÞdences is the normal-

ized cross entropy (NCE). This was the method used for several NIST evaluations

and details of its application to other natural language processing tasks may be

found in Gandrabur et al. (2006). An equation for the item-level form of NCE is:

NCE =
Hbase +

(
u,w log(/ uw cuw + (1 # / uw )(1 # cuw ))

Hbase
.
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Figure F.2: Plot of conÞdence weighted recall (WRcl) and precision (WPrc)

against size of the STT N-best list. ConÞdence scores are calculated using the

InfEv-Sum scheme.

whereHbase = nc logpc+( Nh # nc) log(1# pc), pc = nc
Nh

, nc is the number of correct

semantic items from this list of hypotheses andNh is the number of hypothesised

items (hypothesised items are those withcuw > 0).

The reason for normalising byHbase is to adjust for the overall probability of

correctness to enable comparisons between data sets.Hbase gives the entropy that

would be obtained by simply using the constant probability,pc. This normalisa-

tion term, however, depends on the number of hypothesised items. The score can

be increased by simply adding more hypothesised items with very low probability.

NCE is thus a suitable metric for evaluating the accuracy of probability estimates
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given a set of hypotheses, but it does not necessarily test the overall correctness

of the output.

A useful measure of correctness is the oracle error rate, which measures the

error rate that would be achieved if an oracle chose the best option from each

hypothesised list of dialogue acts. This gives an upper bound on the error that

could be achieved for a given list of hypotheses. Unfortunately, it is clearly not

appropriate as an overall metric since conÞdence scores are ignored.

Noise Conf. N- Metric

(db) Calc. Best ORA NCE

3.5 InfEv-Sum 100 25.8 0.212

35.3 InfEv-Sum 1 16.4 -0.556

35.3 Const-Sum 100 8.2 Ñ

35.3 InfEv-Sum 100 8.2 Ñ

Table F.2: Comparison of Normalised Cross Entropy (NCE) and Oracle error

rates (ORA) for speech understanding with multiple hypotheses.All experiments

use the InfEv-Sum scheme for computing conÞdence scores. NCE shows im-

provements as decreases in the metric value, while ORA shows improvements as

increases in the metric value.

The problems with these two metrics can be observed in TableF.2, which

shows the value of the metrics on various conÞdence scoring conÞgurations. Com-

paring the results on high and low noise with large and small N-best lists (lines

1 and 2) shows that the systemÕs oracle error rate degrades signiÞcantly in the

presence of noise. This e! ect is completely disregarded by the NCE score, which

suggests that the results in the Þrst line are preferable. This is because it evalu-

ates only the conÞdence scores and not the overall correctness. In fact, one can

show that two systems which both give a constant conÞdence score equal to the

overall average correctness will receive the same NCE score, regardless of what

that average level of correctness is. The problem with the Oracle Error Rate

can also be seen in the table. Although lines 3 and 4 use completely di! erent

conÞdence scorers they receive the same oracle error rate. The oracle error rate

depends only on the acts in theN best list and ignores all conÞdence scores.
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Another commonly used tool for the joint evaluation of conÞdence scores and

correctness is the receiver operating characteristic (ROC) curve (Gandraburet al.,

2006). One considers a classiÞer based on the conÞdence score which accepts or

rejects hypotheses depending on a conÞdence threshold. The ROC curve then

plots the number of correct rejections and acceptances. The problem with this

approach is that only the Þrst hypothesis and its conÞdence is ever evaluated.

F.3.3 Cross Entropy

The traditional metrics discussed above give a way to evaluate either the con-

Þdence scores or the overall correctness, but not both. An ideal metric should

incorporate both factors, as well as giving a good indication of the e! ect on di-

alogue performance. This leads to the proposal of a new metric, based on the

cross entropy between the probability density from the conÞdences and the opti-

mal density given by delta functions at the correct values. This is very similar to

the NCE metric, but does not normalise for the average probability of correct-

ness. Both Item-level Cross Entropy (ICE) and Act-level Cross Entropy (ACE)

metrics can be deÞned, as is done below.

ICE =
1

Nw

%

u,w

# log(/ uw cuw + (1 # / uw )(1 # cuw )), (F.3)

ACE =
1
U

%

u,h

# log(/ uh cuh + (1 # / uh )(1 # cuh )) . (F.4)

Consider now the decisions that the conÞdence scorer makes to optimise the

ICE metric, similar to the process in SectionF.3.1. Assuming that the total num-

ber of reference itemsNw is Þxed, the scorer must aim to optimise the expected

value of the metric:

E(ICE|B) =
# 1
Nw

%

u,w

[puw log(cuw ) + (1 # puw ) log(1 # cuw )]. (F.5)

where puw = P(/ uw = 1|B). Setting the derivative with respect to cuw equal to

zero gives

(puw # cuw )/ [cuw (1 # cuw )] = 0 . (F.6)
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and so the minimum is achieved whencuw = puw . When substituting this op-

timum into F.5, the expected value of the metric is the average entropy of the

beliefsB. The metric therefore penalises systems for bad conÞdence scores as well

as giving credit for bolder predictions. The Act-level Cross Entropy is similarly

optimised by choosingcuh = puh . The di! erence is only that the ICE metric

evaluates at an item level while ACE evaluates at the act level.

Implementations of these cross entropy metrics must take care to avoid nu-

merical instabilities and undeÞned values. Whenever a conÞdence score of 0 is

assigned to the correct hypothesis the metric will be undeÞned because of the log 0

term which then appears. Very low conÞdence scores for the correct hypothesis

will tend to give numerical instabilities for the same reason.

In practice this metric must therefore be adjusted so as to avoid this insta-

bility. Any computation of the log in Equations F.3 and F.3 are replaced with

a computation which Þrst makes sure that the value inside the log is above a

threshold. In all experiments in this thesis the threshold was chosen to be 0.001.

Figure F.3 shows how the ICE and ACE metrics do give the desired perfor-

mance on real data. Both metrics degrade with added noise and improve when

the number of STT hypotheses increases.

F.3.4 L2 norms

Metrics based on cross-entropy are not the only option for evaluating both the

overall correctness and the validity of conÞdence scores simultaneously. An al-

ternative is to use anl2 norm between the hypothesised and reference semantics.

Item-level l2 (IL2) and act-level l2 (AL2) metrics would be given by:

IL2 =
1

Nw

%

u,w

(/ uw # cuw )2, (F.7)

AL2 =
1
U

%

u,h

(/ uh # cuh )2. (F.8)

(F.9)

These metrics are also optimised by choosing conÞdence scores equal to the

posterior probability of the item or act. To optimise the AL2 metric, for example,
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Figure F.3: Plots of Item Cross Entropy (ICE) and Act Cross Entropy (ACE)

against size of the STT N-best list. ConÞdence scores are calculated using the

InfEv-Sum scheme.

the scorer must minimise the expected value

E(AL2|B) =
1
U

%

u,h

(puh # 2puh cuh + c2
uh ), (F.10)

=
1
U

%

u,h

C
(puh # cuh )2 + puh (1 # puh )

D
. (F.11)

The expected value is optimised by settingcuh = puh and produces an expected

metric of
1
U

%

u,h

puh (1 # puh ). (F.12)
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This value again gives a measure of the overall correctness of the system. The

system will only achieve the minimum score of 0 when it is both always correct

and always assigns the correct hypothesis a conÞdence score of 1.

Similar to the cross-entropy based metrics, the advantages of the two L2 based

metrics can be seen in experiments. FigureF.4 shows the IL2 metric values for

di! erent sizes of N-best list and noise level, using thetowninfo corpus. As is

expected increased noise degrades performance while performance improves with

the size of the STT N-best list. Changes in this metric are, however, relatively

small and for this reason the cross-entropy based metrics will be preferred here.

Figure F.4: Plot of the Item L2 norm (IL2) against the size of the STT N-best

list. ConÞdence scores are calculated using theInfEv-Sum scheme.

F.4 Comparison of conÞdence scorers

The purpose of developing evaluation metrics for semantic hypotheses is to com-

pare di! erent conÞdence scoring techniques and to ensure that the extra hy-

potheses do give improved performance. This section gives an example compar-

ison using the metrics to decide on a conÞdence scoring method. Several simple

conÞdence scoring techniques are evaluated. Each STT hypothesis is assigned a

sentence-level conÞdence score which is normalised so that the sum over the N-

best list is 1, and the sentence is then passed to the semantic parser. The parser
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determines the most likely dialogue act for each sentence, then groups together

sentences which produce the same dialogue act. All Þve methods discussed in

SectionF.1 are evaluated.

The results of the comparison are given in TableF.3. The metrics are com-

puted on the towninfo corpus, using no added noise (35.3dB) and di! erent size

N-best lists. It is clear from all metrics that the use of inference evidence out-

performs the alternatives tested here. The average word-level conÞdence score

appears to be reasonably constant, with little di! erence to using a constant value

for the STT score. The di! erence between using a maximum and summing the

inference evidence scores is minimal, with slightly improved performance achieved

when using a maximum.

The evaluated system of Chapter6 uses the InfEv-Sum scheme for computing

conÞdence scores in an online system. The results of TableF.3 show that this

approach should give reasonable estimates of the probabilities of the available

semantic hypotheses. This in turn should enable improved performance of the

spoken dialogue system.
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ICE metric

Conf. Cal.
N

1 5 10 50 100

AvgWord-Max 1.283 1.150 1.106 1.096 1.129

AvgWord-Sum 1.283 1.114 1.049 1.000 1.002

Const-Sum 1.283 1.116 1.051 0.999 1.004

InfEv-Sum 1.283 1.079 1.017 0.956 0.951

InfEv-Max 1.283 1.077 1.004 0.931 0.923

ACE metric

Conf. Cal.
N

1 5 10 50 100

AvgWord-Max 2.071 1.762 1.709 1.836 1.938

AvgWord-Sum 2.071 1.621 1.516 1.502 1.537

Const-Sum 2.071 1.618 1.512 1.501 1.537

InfEv-Sum 2.071 1.550 1.447 1.437 1.460

InfEv-Max 2.071 1.570 1.444 1.406 1.428

NCE metric

Conf. Cal.
N

1 5 10 50 100

AvgWord-Sum -0.556 0.159 0.266 0.395 0.422

AvgWord-Max -0.556 0.048 0.150 0.234 0.240

Const-Sum -0.556 0.142 0.257 0.392 0.420

InfEv-Sum -0.556 0.205 0.323 0.459 0.495

InfEv-Max -0.556 0.185 0.320 0.464 0.497

TAcc metric

Conf. Cal.
N

1 5 10 50 100

AvgWord-Sum 83.4 81.4 80.9 79.7 78.5

AvgWord-Max 83.4 75.3 73.0 66.6 64.2

Const-Sum 83.4 81.7 81.6 79.7 78.5

InfEv-Sum 83.4 83.4 83.2 83.0 82.9

InfEv-Max 83.4 83.5 83.4 83.4 83.4

Table F.3: Comparison of di! erent conÞdence scoring methods using the ICE,

ACE, NCE and TAcc metrics. The TAcc metrics gives the accuracy (1-semantic

error) of the most likely hypothesis. The ACE and ICE metrics show improve-

ments as decreases in the metric value, while the NCE and TAcc metrics show

improvements as increases.
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GLOSSARY

N -best list A list of the N most likely hypotheses.9

agenda-based dialogue managers An approach to dialogue management ex-

tending frame-based approaches to also model agendas.17

basis functions Function that summarises the features used in approximations

for a particular action. 73

belief state A dialogue systemÕs internal representation of what has happened

in the dialogue. 11

belief state transition function The function which determines how the be-

lief state evolves given a new observation and system action.12

call-ßow A ßow-chart representing the states and transitions in a dialogue man-

ager. 17

cavity distribution The product of all approximate factor approximations ex-

cluding one given factor.45

confusion rate The probability a user act is confused during error simulation.

81
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dialogue act items A piece of semantic information included in the dialogue

act to represent a slot and/or a slot value..10

dialogue act tag A representation of the underlying intention of an utterance

in a dialogue. 10

dialogue act type The type of underlying intention of an utterance in a dia-

logue. 10

dialogue cycle The cycle of events in a dialogue, consisting of listening, make

a decision and responding.7

dialogue manager The decision making component in a spoken dialogue sys-

tem. 11

dialogue policy The component of a dialogue manager that determines which

action to take for a give belief state.12

dialogue state A dialogue systemÕs internal representation of what has hap-

pened in the dialogue.11

divergence measure Distance measures between function, which are not nec-

essarily symmetric..54

Dynamic Bayesian Networks (DBNs) A Bayesian Network with a structure

that repeats in time. 34

error simulator In dialogue simulations, this component generates confusions

for a given dialogue act.14

features Values computed from the belief state as a summary for making deci-

sions.. 72

form-Þlling dialogue manager Another name for a frame-based dialogue man-

ager. 17

frame-based dialogue manager A dialogue manager where users can talk about

a set of slots, which are then Þlled with the userÕs required value.17
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hand-crafted A component which is directly speciÞed by a system designer.15

information state model A model of dialogue consisting of an information

state which accumulates the dialogue moves.18

information-seeking dialogues Dialogues where the user is seeking informa-

tion about something, subject to a set of constraints.17

limited-domain dialogue systems dialogue systems which are restricted to

discuss only a restricted topic.2

marginal distributions The distribution of a single variable, obtained by inte-

grating out all others. 42

Markov assumption The assumption made on a sequence of random that each

variable is conditionally dependent on only the previous value.19

Markov Decision Process (MDP) A model used for learning dialogue poli-

cies which assumes that state transitions are Markov.21

master actions The original actions available to the system (in the Summary

POMDP framework). 26

master space The space of original belief states and actions (in the Summary

POMDP framework). 26

master states The original belief states in the system (in the Summary POMDP

framework). 26

mostly constant factors A factor with a small number of di! erent factor val-

ues.. 61

natural language generator The component of a spoken dialogue system that

converts the systemÕs desired response from a dialogue act to text.12

partitions A collection of disjoint sets whose union is the set of available op-

tions.. 55
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plan-based dialogue managers A dialogue management approach where the

system aims to determine a shared plan at each stage of the dialogue.18

reinforcement learning A method of learning which attempts to optimise an

expected reward obtained from the environment.20

semantic decoding Converting a sequence of words into their underlying in-

tention (dialogue act). 10

slots A concept in a dialogue system which can have one of a set of di! erent

values. 17

speech act A representation of the underlying intention of an utterance.9

speech recognition engine The component of a spoken dialogue system which

converts an audio signal to text.8

spoken dialogue systems Systems which interact in dialogue using spoken lan-

guage.1

stationary distribution A distribution which does not change over time.19

system act A representation of what the system decides to do in a given turn.

11

system action A representation of what the system decides to do in a given

turn. 11

system state A dialogue systemÕs internal representation of what has happened

in the dialogue. 11

text-to-speech (TTS) engine The component of a spoken dialogue system

that converts the systemÕs response from text into audio.12

time-slices The section of a Dynamic Bayesian Network corresponding to one

time period. 34
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turn A period in which one of the participants in a dialogue has a chance to say

something to the other participants. 7

unit selection A method for implementing text-to-speech by splicing segments

from a database.12

user simulator A simulation of dialogue system users, which generates a dia-

logue act given a dialogue history.14

word-lattice A structure for representing multiple speech-recognition hypothe-

ses.9
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LIST OF SYMBOLS

a The systemÕs action.31

A$(b, a) The advantage function.68

b The systemÕs belief state.31

c A concept. 35

d$(b) The occupancy frequency.68

d(c)
t A random variable representing the userÕs expressed desires - whether or not

the value of the concept has been requested.36

f ! A factor in a factor graph, indexed by$. 41

öf ! (x) The approximation from factor $. 43

gt The long term user goal at timet. 35

ht The dialogue history. 35

#(c)
t The userÕs informed constraints.36

o The observation. 31
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List of Symbols

" a(b) a basis function.73

! A dialogue policy. 12

Q$(b, a) The Q function, or expected future reward starting with action a.68

R The total reward for a dialogue.20

r (b, a) The reward for taking action a in belief stateb. 20

s The environment state. 31

T The total number of turns in a dialogue.20

ut The true user act. 35

V $(b) The value function, or expected future reward.68

v(c)
t A validiy node for conceptc. 35

xi A variable value. 41

X i A variable in a factor graph, indexed byi . 41

Zi, " A partition of the values for X i . 55

166



REFERENCES

Amari, S. (1998). Natural gradient works e" ciently in learning. Neural compu-

tation , 10, 251Ð276.77

Austin, J.L. (1962).How to do things with words. Oxford University Press, New

York. 9

Bernardo, J. (1976). Algorithm AS 103: Psi (Digamma) function. InApplied

Statistics, vol. 25 of3, 315Ð317, Blackwell Publishing for the Royal Statistical

Society. 115

Bishop, C. (2006). Pattern Recognition and Machine Learning. Springer. 32,

34, 47

Black, A.W. & Lenzo, K.A. (2001). FLite: A small fast run-time synthesis

engine. InISCA Tutorial and Research Workshop on Speech Synthesis. 13, 94

Bohus, D. (2007). Error awareness and recovery in conversational spoken lan-

guage interfaces. Ph.D. thesis, Carnegie Mellon University, Pittsburgh, PA.

143

Bohus, D. & Horvitz, E. (2009). Models for multiparty engagement in open-

world dialog. In Proceedings of SIGDIAL, 225Ð234.13

167



REFERENCES

Bohus, D. & Rudnicky, A. (2003). Ravenclaw: Dialog management using

hierarchical task decomposition and an expectation agenda. InProceedings of

Eurospeech. 17

Bohus, D. & Rudnicky, A.I. (2005). Constructing accurate beliefs in spoken

dialog systems. InProceedings of ASRU, 272Ð277.18

Bos, J., Klein, E., Lemon, O. & Oka, T. (2003). DIPPER: description

and formalisation of an information-state update dialogue system architecture.

Proceedings of SIGDIAL, 115Ñ124. 18

Boyen, X. & Koller, D. (1998). Tractable inference for complex stochastic

processes. InProceedings of Uncertainty in AI, 33Ð42, San Francisco: Morgan

Kaufmann. 24, 49, 50

Bradtke, S.J. & Barto, A.G. (1996). Linear least-squares algorithms for

temporal di! erence learning.Machine Learning, 22, 33Ð57.77

Bui, T., Poel, M., Nijholt, A. & Zwiers, J. (2009). A tractable hybrid

ddn-pomdp approach to a! ective dialogue modeling for probabilistic frame-

based dialogue systems.Natural Language Engineering, 15, 273Ð307.4, 24, 27,

28, 48

Cassandra, A., Littman, M.L. & Zhang, N.L. (1997). Incremental pruning:

A simple, fast, exact method for partially observable Markov decision processes.

Proceedings of Uncertainty in AI, 54Ð61.26

Clark, R.A., Richmond, K. & King, S. (2004). Festival 2-build your own

general purpose unit selection speech synthesiser. InProceedings of the ISCA

Workshop on Speech Synthesis. 13

Cuayhuitl, H., Renals, S., Lemon, O. & Shimodaira, H. (2007). Hierar-

chical dialogue optimization using semi-Markov decision processes. InProceed-

ings of Interspeech. 22

Denecke, M., Dohsaka, K. & Nakano, M. (2005). Fast reinforcement learn-

ing of dialogue policies using stable function approximation. InProceedings of

IJCNLP , 1Ð11, Springer.21

168



REFERENCES

Doshi, F. & Roy, N. (2007). E" cient model learning for dialog management.

In Proceedings of the ACM/IEEE international conference on human-robot in-

teraction, 65Ð72, ACM.24, 27, 102

Evermann, G. & Woodland, P.C. (2000). Large vocabulary decoding and

conÞdence estimation using word posterior probabilities. InProceedings of

ICASSP. 9, 144

Fodor, P. & Huerta, J.M. (2006). Planning and logic programming for dialog

management. InProceedings of SLT, 214Ð217.18

Gandrabur, S., Foster, G. & Lapalme, G. (2006). ConÞdence estimation

for NLP applications. ACM Transactions on Speech and Language Processing,

3, 1Ð29.149, 152

Goddeau, D., Meng, H., Polifroni, J., Seneff, S. & Busayapongchai,

S. (1996). A form-based dialogue manager for spoken language applications.

In Proceedings of ICSLP. 17

He, Y. & Young, S. (2006). Spoken language understanding using the hidden

vector state model.Speech Communication, 48, 262Ð275.11

Heeman, P.A. (2007). Combining reinforcement learning with information-state

update rules. InProceedings of HLT/NAACL, 268Ð275.22

Henderson, J. & Lemon, O. (2008). Mixture model POMDPs for e" cient

handling of uncertainty in dialogue management. InProceedings of ACL /

HLT , 73Ð76, Association for Computational Linguistics.25, 28, 48

Henderson, J., Lemon, O. & Georgila, K. (2005). Hybrid reinforce-

ment/supervised learning for dialogue policies from communicator data. In

IJCAI workshop on Knowledge and Reasoning in Practical Dialogue Systems,

68Ñ75. 5, 21, 27

Horvitz, E. & Paek, T. (1999). A computational architecture for conversation.

In Proceedings of the Seventh International Conference on User Modeling, 201Ð

210, New York: Springer Wien.19

169



REFERENCES

Jensen, F. (2001). Bayesian Networks and Decision Graphs. Statistics for En-

gineering and Information Science, Springer.32, 34

Jiang, H. (2005). ConÞdence measures for speech recognition: A survey.Speech

Communication, 45, 455Ð470.9, 145

Jung, S., Lee, C., Kim, K., Jeong, M. & Lee, G.G. (2009). Data-driven

user simulation for automated evaluation of spoken dialog systems.Computer

Speech and Language, 23, 479Ð509.14, 15

Jurcicek, F., Gasic, M., Keizer, S., Mairesse, F., Thomson, B., Yu,

K. & Young, S. (2009). Transformation-based learning for semantic parsing.

In Proceedings of SIGDIAL. 11

Kaelbling, L.P., Littman, M.L. & Cassandra, A.R. (1998). Planning and

acting in partially observable stochastic domains.ArtiÞcial Intelligence, 101,

99Ð134.22, 26

Keizer, S., Gasic, M., Mairesse, F., Thomson, B., Yu, K. & Young,

S. (2008). Modelling user behaviour in the HIS-POMDP dialogue manager. In

Proceedings of SLT, 121Ð124.107

Kim, D., Sim, H.S., Kim, K.E., Kim, J.H., Kim, H. & Sung, J.W. (2008).

E! ects of user modeling on POMDP-based dialogue systems.Proceedings of

Interspeech. 24, 28

Kschischang, F., Frey, B. & Loeliger, H. (2001). Factor graphs and the

sum-product algorithm. IEEE Transactions on Information Theory, 47, 498Ð

519. 41, 43

Larsson, S. & Traum, D.R. (2001). Information state and dialogue manage-

ment in the TRINDI dialogue move engine toolkit.Natural Language Engineer-

ing, 6, 323Ð340.18

Lasserre, J., Kannan, A. & Winn, J. (2007). Hybrid learning of large jig-

saws. InProceedings of CVPR, 1Ð8.60

170



REFERENCES

Lefevre, F., Gasic, M., Jurcicek, F., Keizer, S., Mairesse, F., Thom-

son, B., Yu, K. & Young, S. (2009). k-Nearest neighbor Monte-Carlo con-

trol algorithm for POMDP-based dialogue systems. InProceedings of SIG-

DIAL . 28

Lemon, O., Georgila, K. & Henderson, J. (2006a). Evaluating e! ectiveness

and portability of reinforcement learned dialogue strategies with real users: the

TALK TownInfo evaluation. In Proceedings of SLT, 178Ð181.85

Lemon, O., Georgila, K., Henderson, J. & Stuttle, M. (2006b). An ISU

dialogue system exhibiting reinforcement learning of dialogue policies: generic

slot-Þlling in the TALK in-car system. In Proceedings of EACL. 22

Levin, E. & Pieraccini, R. (1997). A stochastic model of Computer-Human

interaction for learning dialogue strategies. InProceedings of EUROSPEECH,

1883Ñ1886. 15, 21

Levin, E., Pieraccini, R. & Eckert, W. (2000). A stochastic model of

human-machine interaction for learning dialog strategies.IEEE Transactions

on Speech and Audio Processing, 8, 11Ð23.21

Lewandowsky, S., Griffiths, T. & Kalish, M. (2009). The wisdom of

individuals: Exploring peopleÕs knowledge about everyday events using iterated

learning. Cognitive Science, 33, 998, 969.3

Li, L., Williams, J.D. & Balakrishnan, S. (2009). Reinforcement learning

for dialog management using least-squares policy iteration and fast feature

selection. InProceedings of Interspeech. 27, 28

Litman, D.J., Ros, C.P., Forbes-Riley, K., VanLehn, K., Bhembe, D.

& Silliman, S. (2006). Spoken versus typed human and computer dialogue

tutoring. International Journal of ArtiÞcial Intelligence in Education, 16, 145Ð

170. 9

Mairesse, F. & Walker, M. (2007). PERSONAGE: personality generation

for dialogue. In Proceedings of ACL. 12

171



REFERENCES

Mairesse, F., Gasic, M., Keizer, F.J., Thomson, B., Yu, K. & Young,

S. (2009). Spoken language understanding from unaligned data using discrim-

inative classiÞcation models. InProceedings of ICASSP. 11

McTear, M.F. (1998). Modelling spoken dialogues with state transition dia-

grams: experiences with the CSLU toolkit. InProceedings of ICSLP. 17

Meng, H., Wai, C. & Pieraccini, R. (2003). The use of belief networks

for Mixed-Initiative dialog modeling. IEEE Transactions on Speech and Audio

Processing, 11, 757Ð773.19

Minka, T. (2001a). Expectation propagation for approximate Bayesian infer-

ence.Proceedings of Uncertainty in AI, 362Ð369.54

Minka, T. (2001b).A family of algorithms for approximate Bayesian inference.

Ph.D. thesis, MIT. 110

Minka, T. (2003). Estimating a Dirichlet distribution. Tech. rep.,

MIT, http://research.microsoft.com/en-us/um/people/minka/papers/

dirichlet/ . 142

Murphy, K. (2002). Dynamic Bayesian Networks: Representation, Inference

and Learning. Ph.D. thesis, UC Berkeley, Computer Science Division.50

Paek, T. & Chickering, D. (2006). Evaluating the Markov assumption in

Markov decision processes for spoken dialogue management.Language Re-

sources and Evaluation, 40, 47Ð66.22

Paquet, U. (2007).Bayesian inference for latent variable models. Ph.D. thesis,

University of Cambridge. 110, 114, 142

Pearl, J. (1986). Fusion, propagation, and structuring in belief networks.Arti-

Þcial Intelligence, 29, 241Ð288.43

Peters, J. & Schaal, S. (2008). Natural actor-critic. Neurocomputing, 1180Ð

1190. 29

172

http://research.microsoft.com/en-us/um/people/minka/papers/dirichlet/
http://research.microsoft.com/en-us/um/people/minka/papers/dirichlet/


REFERENCES

Peters, J., Vijayakumar, S. & Schaal, S. (2005). Natural Actor-Critic. In

Proceedings of ECML, 280Ð291, Springer.29, 76, 77, 78

Pieraccini, R. & Huerta, J.M. (2008). Where do we go from here? In L. Dy-

bkjr & W. Minker, eds., Recent Trends in Discourse and Dialogue, vol. 39 of

Text, Speech and Language Technology, Springer. 17

Pietquin, O. & Renals, S. (2002). ASR system modeling for automatic evalu-

ation and optimization of dialogue systems. InProceedings of ICASSP, 46Ñ49.

15, 21

Pulman, S. (1996). Conversational games, belief revision and Bayesian networks.

In Proceedings of the 7th Computational Linguistics in the Netherlands meeting.

19

Rasmussen, C.E. & Williams, C.K.I. (2006). Gaussian Processes for Ma-

chine Learning. The MIT Press. 97

Raux, A., Bohus, D., Langner, B., Black, A.W. & Eskenazi, M. (2006).

Doing research on a deployed spoken dialogue system: one year of LetÕs Go!

experience. InProceedings of ICSLP. 9

Rich, C., Sidner, A.L., Rich, C. & Sidner, C.L. (1998). COLLAGEN: a

collaboration manager for software interface agents.User Modeling and User-

Adapted Interaction. 18

Robert, C.P. (2007).The Bayesian choice: from decision-theoretic foundations

to computational implementation. Springer Verlag. 3

Roy, N., Pineau, J. & Thrun, S. (2000). Spoken dialogue management using

probabilistic reasoning. InProceedings of ACL. 22, 23, 24, 27

Rudnicky, A. & Xu, W. (1999). An agenda-based dialog management archi-

tecture for spoken language systems. InProceedings of ASRU. 13, 17

Schatzmann, J. (2008). Statistical user modeling for dialogue systems. Ph.D.

thesis, University of Cambridge.xv, 82, 89, 130

173



REFERENCES

Schatzmann, J., Stuttle, M.N., Weilhammer, K. & Young, S. (2005).

E! ects of the user model on simulation-based learning of dialogue strategies.

In Proceedings of ASRU. 21

Schatzmann, J., Weilhammer, K., Stuttle, M. & Young, S. (2006).

A survey of statistical user simulation techniques for reinforcement-learning

of dialogue management strategies.The Knowledge Engineering Review, 21,

97Ð126.15

Schatzmann, J., Thomson, B., Weilhammer, K., Ye, H. & Young, S.

(2007a). Agenda-based user simulation for bootstrapping a POMDP dialogue

system. InProceedings of HLT / NAACL. 81

Schatzmann, J., Thomson, B. & Young, S. (2007b). Error simulation for

training statistical dialogue systems. InProceedings of ASRU, 526Ð531.14

Schatzmann, J., Thomson, B. & Young, S. (2007c). Statistical user simu-

lation with a hidden agenda. InProcedings of SIGDIAL, 273Ð282.15

Scheffler, K. (2002).Automatic design of spoken dialogue systems. Ph.D. the-

sis, University of Cambridge.21

Scheffler, K. & Young, S. (2001). Corpus-based dialogue simulation for

automatic strategy learning and evaluation. InProceedings of NAACL. 15

Schneider, B. (1978). Algorithm AS 121: Trigamma function. InApplied Statis-

tics, vol. 27 of1, 97Ð99, Blackwell Publishing for the Royal Statistical Society.

115

Searle, J.R. (1969).Speech acts: An essay in the philosophy of language. Cam-

bridge University Press, Cambridge, London.9

Siddiqi, S.M. & Moore, A.W. (2005). Fast inference and learning in large-

state-space HMMs. InProceedings of ICML. 61, 62

Singh, S., Litman, D., Kearns, M. & Walker, M. (2002). Optimizing dia-

logue management with reinforcement learning: Experiments with the NJFun

system.Journal of ArtiÞcial Intelligence Research, 16, 105Ð133.21

174



REFERENCES

Sundman, J. (2003). ArtiÞcial stupidity. http://dir.salon.com/tech/

feature/2003/02/26/loebner_part_one/ . 2

Sutton, R. & Barto, A. (1998). Reinforcement Learning: An Introduction.

Adaptive Computation and Machine Learning, MIT Press, Cambridge, Mass.

21, 77, 90

Sutton, R.S., McAllester, D., Singh, S. & Mansour, Y. (2000). Policy

gradient methods for reinforcement learning with function approximation. In

NIPS 12, 1057Ð1063, MIT Press.77

Sutton, S., Novick, D.G., Cole, R., Vermeulen, P., de Villiers, J.,

Schalkwyk, J. & Fanty, M. (1996). Building 10,000 spoken dialogue sys-

tems. In Proceedings of ICSLP. 17

Thomson, B. & Young, S. (2009). Bayesian update of dialogue state: A

POMDP framework for spoken dialogue systems (In Press).Computer Speech

and Language. vii

Thomson, B., Schatzmann, J., Weilhammer, K., Ye, H. & Young, S.

(2007). Training a real-world POMDP-based dialog system. InProceedings of

the HLT/NAACL workshop on Bridging the Gap: Academic and Industrial

Research in Dialog Technology. vii

Thomson, B., Gasic, M., Keizer, S., Mairesse, F., Schatzmann, J.,

Yu, K. & Young, S. (2008a). User study of the Bayesian update of dialogue

state approach to dialogue management. InProceedings of Interspeech. vii

Thomson, B., Schatzmann, J. & Young, S. (2008b). Bayesian update of

dialogue state for robust dialogue systems. InProceedings of ICASSP, 4937Ð

4940. vii , 24, 27, 29

Thomson, B., Yu, K., Gasic, M., Keizer, S., Mairesse, F., Schatz-

mann, J. & Young, S. (2008c). Evaluating semantic-level conÞdence scores

with multiple hypotheses. In Proceedings of Interspeech. vii

175

http://dir.salon.com/tech/feature/2003/02/26/loebner_part_one/
http://dir.salon.com/tech/feature/2003/02/26/loebner_part_one/


REFERENCES

Traum, D.R. (1999). Speech acts for dialogue agents. In M. Wooldridge &

A. Rao, eds.,Foundation and theories of rational agents, 169Ñ201, Kluwer

Academic Publishers.10

Traum, D.R. (2000). 20 questions on dialogue act taxonomies.Journal of Se-

mantics, 17, 7Ð30.129

Turing, A.M. (1950). Computing machinery and intelligence.Mind , 59, 433Ð

460. 1

Walker, M.A. (2000). An application of reinforcement learning to dialogue

strategy selection in a spoken dialogue system for email.Journal of ArtiÞcial

Intelligence Research, 12, 387Ð416.21

Walker, M.A., Litman, D.J., Kamm, C.A. & Abella, A. (1997). PAR-

ADISE: a framework for evaluating spoken dialogue agents. InProceedings of

ACL-EACL , 271Ð280.21

Walker, W., Lamere, P., Kwok, P., Raj, B., Singh, R., Gouvea, R.,

Wolf, P. & Woelfel, J. (2004). Sphinx-4: A ßexible open source framework

for speech recognition. Tech. Rep. TR-2004-139, Sun Microsystems.8

Wallace, R. (1995). From ELIZA to ALICE. http://www.alicebot.org/

articles/wallace/eliza.html . 2

Ward, W. & Issar, S. (1994). Recent improvements in the CMU spoken lan-

guage understanding system. InProceedings of HLT, 213Ð216, Association for

Computational Linguistics. 94

Weizenbaum, J. (1966). ÓELIZA - a computer program for the study of natural

language communication between man and machineÓ.Communications of the

ACM 9 (1) , 36Ð45.1

Weizenbaum, J. (1976).Computer Power and Human Reason: From Judgement

to Calculation. W.H. Freeman & Company. 2

176

http://www.alicebot.org/articles/wallace/eliza.html
http://www.alicebot.org/articles/wallace/eliza.html


REFERENCES

Williams, J.D. (2007a). Applying POMDPs to dialog systems in the trou-

bleshooting domain. InProceedings of the HLT/NAACL workshop on Bridging

the Gap: Academic and Industrial Research in Dialog Technology. 13, 38

Williams, J.D. (2007b). Using particle Þlters to track dialogue state. InPro-

ceedings of ASRU. 25, 28, 48

Williams, J.D. (2008a). The best of both worlds: Unifying conventional dialog

systems and POMDPs. InProceedings of Interspeech. 26

Williams, J.D. (2008b). Integrating expert knowledge into POMDP optimiza-

tion for spoken dialog systems. InProceedings of the AAAI Workshop on Ad-

vancements in POMDP Solvers. 24, 26, 29

Williams, J.D. & Young, S. (2005). Scaling up POMDPs for dialog manage-

ment: The ÒSummary POMDPÓ method. InProceedings of ASRU, 177Ð182.

26, 70

Williams, J.D. & Young, S. (2006). Scaling POMDPs for dialog management

with composite summary point-based value iteration (CSPBVI). InProceedings

of the AAAI Workshop on Statistical and Empirical Approaches for Spoken

Dialogue Systems. 26

Williams, J.D. & Young, S. (2007). Scaling POMDPs for spoken dialog man-

agement.IEEE Transactions on Audio, Speech, and Language Processing, 15,

2116Ð2129.26, 27

Williams, J.D., Poupart, P. & Young, S. (2005). Factored partially ob-

servable Markov decision processes for dialogue management. InProceedings of

the IJCAI Workshop on Knowledge and Reasoning in Practical Dialog Systems.

34, 35

Wolpert, D.M. & Ghahramani, Z. (2005). Bayes rule in perception, action

and cognition. The Oxford Companion to the Mind. 3

Wong, Y.W. & Mooney, R. (2007). Learning synchronous grammars for se-

mantic parsing with lambda calculus. InProceedings of ACL, 960Ð967.11

177



REFERENCES

Young, S., Kershaw, D., Odell, J., Ollason, D., Valtchev, V. &

Woodland, P. (2000). The HTK Book Version 3.0. Cambridge University

Press.8

Young, S., Gasic, M., Keizer, S., Mairesse, F., Schatzmann, J., Thom-

son, B. & Yu, K. (2009). The hidden information state model: A practical

framework for POMDP-based spoken dialogue management.Computer Speech

& Language. 4, 24, 25, 27, 28, 48, 61, 85

Young, S.J., Williams, J.D., Schatzmann, J., Stuttle, M.N. & Weil-

hammer, K. (2005). The hidden information state approach to dialogue man-

agement. Tech. Rep. CUED/FINFENG/TR.544, Cambridge University Engi-

neering Department.25, 28

Zen, H., Nose, T., Yamagishi, J., Sako, S., Masuko, T., Black, A.W. &

Tokuda, K. (2007). The HMM-based speech synthesis system (HTS) version

2.0. In Proceedings of ISCA, 294Ð299.13

Zettlemoyer, L. & Collins, M. (2007). Online learning of relaxed CCG

grammars for parsing to logical form.Procedings of EMNLP, 678Ð687.11

Zhang, B., Cai, Q., Mao, J., Chang, E. & Guo, B. (2001). Spoken dialogue

management as planning and acting under uncertainty. InSeventh European

Conference on Speech Communication and Technology. 24, 27

178


